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Abstract 

Project scheduling is the operational mechanism through which the United States converts capital, labor, and 

design intent into finished infrastructure, manufactured goods, energy systems, and complex programs across 

the public and private sectors. The discipline has nonetheless been afflicted for decades by a severe and 

remarkably stable performance problem. Across roughly seven decades of comparable data, about nine of 

every ten megaprojects exceed their budgets, large technology programs fail at rates well above other classes 

of work, and construction sector labor productivity has remained close to flat while manufacturing and other 

sectors multiplied theirs many times over. This paper provides a comprehensive examination of how the 

current generation of artificial intelligence is reshaping project scheduling and project controls, and it 

advances the argument that this transformation carries consequences of national importance. The analysis is 

organized around four convergent capabilities. The first is the use of machine learning to forecast schedule 

delays and cost overrun from project characteristics and early performance data. The second is the integration 

of predictive schedule risk analytics with the enterprise resource planning systems that hold authoritative 

project data, with sustained attention to the SAP platform that anchors capital project information for a large 

share of major asset owners. The third is the application of generative artificial intelligence to draft schedules, 

level resources, and conduct natural language scenario analysis. The fourth is the governance and risk 

framework that renders these systems accountable, auditable, and trustworthy enough to inform 

consequential decisions. For each capability the paper synthesizes the evidence base, sets out a reference 

architecture, and identifies the conditions under which the technology yields genuine improvement rather 

than the appearance of it. The paper then connects these capabilities to concrete instruments of national 

interest, including the delivery of the federal infrastructure investment pipeline, the recovery of construction 

and capital productivity, supply chain resilience, energy transition, defense acquisition, and the protection of 

public money. The central thesis is that artificial intelligence applied to scheduling is best understood not as a 
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labor saving convenience but as a forecasting and governance layer that, adopted responsibly, can narrow the 

chronic gap between what projects promise and what they deliver, returning value to the public on a scale 

commensurate with the magnitude of the work the country is undertaking. The paper closes with a phased 

implementation roadmap, a frank assessment of limitations, and an agenda of open research questions. 
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1. Introduction 

1.1 The quiet centrality of scheduling 

Few activities are as quietly consequential to a modern economy as project scheduling. A schedule is the 

connective tissue that turns money, materials, labor, and design intent into a finished asset. It sequences 

thousands of interdependent activities, allocates scarce resources across them, and tells decision makers 

whether a commitment made today can be honored next quarter or next year. When schedules are accurate, 

capital flows efficiently, suppliers coordinate, crews are productive, and the public benefit, whether a bridge, 

a transmission line, a semiconductor fabrication plant, or a hospital, arrives on time. When schedules are 

wrong, the consequences cascade. Financing costs rise as interest accrues on capital that is not yet productive, 

contractors pursue claims and disputes multiply, political support erodes, and the promised benefit arrives 

late, diminished, or not at all. The schedule is, in a real sense, the instrument through which a society keeps its 

promises about the future it is building. 

The economic surface area of this instrument is vast. The construction sector alone accounts for roughly a 

tenth of the world economy, and when one adds the project intensive portions of energy, manufacturing, 

defense, technology, and public works, the share of national activity governed by project schedules is larger 

still. A small proportional improvement in how that activity is planned and delivered therefore translates into 

very large absolute sums. This is the basic reason the subject of this paper, narrow as it may first appear, opens 

onto questions of national consequence. 

1.2 The paradox of method without performance 

The discipline that produces schedules has matured over more than half a century. The critical path method 

and the program evaluation and review technique, both introduced at the end of the 1950s, gave planners a 

rigorous way to model activity dependencies and to identify the sequence of work that governs total duration. 

Earned value management added a way to integrate cost and schedule into a single, performance-based 

measure of progress. Resource leveling, critical chain scheduling, Monte Carlo schedule analysis, and reference 

class forecasting each addressed a distinct weakness in the basic network model. Enterprise software, above 

all the project and portfolio modules of large resource planning platforms, industrialized these methods and 

connected them to the financial ledger, so that a work breakdown structure could carry real cost, real 

commitments, and real procurement rather than a planner's isolated estimate. 

And yet the performance of projects has not improved in step with the sophistication of the tools. This is the 

central paradox that motivates the present paper. Despite decades of methodological progress, the empirical 

record on large projects is stubbornly poor, and it has not measurably improved over the long period for which 
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good data exists. The causes are partly behavioral, rooted in optimism bias and, in some accounts, in the 

strategic incentive to understate costs to win approval. They are partly structural, rooted in the fragmentation 

of the industries that deliver projects and in the information asymmetries among owners, designers, and 

contractors. But a large part of the problem is informational. Traditional scheduling treats the project as a 

deterministic machine, a fixed network of activities with fixed durations, when delivery is a stochastic process 

exposed to rare and severe disruptions. The classical tools have been precise about the wrong thing. They 

compute a single critical path to the day while remaining largely blind to the distribution of outcomes around 

it, and they accept as inputs the very human estimates that the historical record shows to be systematically 

optimistic. 

1.3 The artificial intelligence inflection 

Artificial intelligence enters this picture as a fundamentally different kind of instrument. Where the classical 

methods are reasoned forward from assumptions a planner supplies, machine learning reasons backward 

from the historical record of what happened on comparable work. Where a deterministic network produces a 

single answer, a probabilistic model produces a distribution. Where a human planner can hold a few scenarios 

in mind at once, a generative system can draft, compare, and revise hundreds of people. Where project controls 

have historically depended on the diligence of individual analysts updating reports on a monthly cadence, a 

modern system connected to the enterprise data layer can monitor an entire portfolio continuously and 

surface the early warning signs of a slip before it becomes a crisis. The promise is not that software will replace 

the project manager. It is that the project manager will, for the first time, possess an estimate of the future 

grounded in evidence rather than in hope, and an apparatus for interrogating that estimate at the speed of 

decision making. 

The technologies that make this possible have matured rapidly and on several fronts at once. Supervised 

machine learning, and the tree-based ensemble methods that excel on the tabular data typical of projects, has 

reached a level of accuracy and accessibility that places it within reach of any organization that captures its 

data with discipline. The transformer architecture and the large language models built upon it have given 

machines a flexible competence at language and at structured reasoning that did not exist a few years ago, 

opening the door to generative drafting and to natural language interrogation of project data. And the 

enterprise software platforms that hold project data have begun to embed these capabilities directly, so that 

the analytics arrive in the flow of work rather than in a separate tool. The convergence of these trends is what 

justifies treating the present moment as an inflection rather than as an incremental improvement. 

1.4 The national frame 

This paper develops the technical argument in detail and connects it to a question of national consequence. 

The United States has committed historic sums to physical and industrial infrastructure, and it faces a 

sustained need to deliver complex programs across energy, defense, manufacturing, and public works. The 

chronic gap between what projects promise and what they deliver is therefore not merely a private 

commercial problem. It is a drag on public budgets, a brake on strategic priorities, and a source of lost national 

value measured in hundreds of billions of dollars. The recurring pattern of overrun and delay, illustrated in its 

most painful form by megaprojects that double or triple their budgets while slipping years past their promised 

completion, is a direct subtraction from the public good that the underlying investment was meant to produce. 

If artificial intelligence can narrow that gap even modestly, the aggregate effect on the country is large. The 

paper takes this national framing seriously and returns to it throughout, because the case for investing in these 

capabilities rests not only on firm level efficiency but on the public interest in projects that finish on time and 

on budget. 
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1.5 Scope, method, and structure 

The scope of this paper is the application of artificial intelligence to the planning, scheduling, and controlling 

of projects, with particular emphasis on the capital and infrastructure projects whose performance most 

directly affects national outcomes. It does not attempt to cover every application of artificial intelligence in the 

broader architecture, engineering, and construction domain, such as computer vision for site safety or robotics 

for physical construction, except where these intersect with scheduling. The method is one of synthesis: the 

paper draws together the empirical literature on project performance, the technical literature on machine 

learning and generative artificial intelligence as applied to planning, the practitioner and vendor evidence on 

enterprise systems, and the policy literature on artificial intelligence governance, and it organizes this material 

into a coherent account oriented toward decision makers and toward the national interest. 

The paper proceeds as follows. Section 2 documents the project performance crisis and quantifies its stakes 

for the United States, drawing on both the statistical record and an illustrative contemporary case. Section 3 

reviews the foundations of project scheduling so that the artificial intelligence contributions can be located 

precisely within the existing discipline. Sections 4 through 7 examine the four core capabilities in turn: 

predictive forecasting of delay and cost, schedule risk analytics integrated with enterprise resource planning 

data, generative scheduling and scenario planning, and the governance frameworks that make these systems 

safe to rely on. Section 8 synthesizes the national importance of the transformation across infrastructure 

delivery, productivity, supply chains, energy, defense, fiscal protection, and the workforce. Section 9 offers a 

reference architecture and a phased adoption roadmap. Section 10 sets out the limitations and the open 

research agenda, and Section 11 concludes. 

 

2. The Project Performance Crisis and Its National Stakes 

To understand why artificial intelligence matters for scheduling, one must first appreciate the scale and 

persistence of the problem it is being asked to address. The evidence is unusually consistent throughout 

decades, geographies, and project types, which is itself a clue that the causes are deep rather than incidental. 

This section assembles that evidence, examines its behavioral and structural roots, illustrates it with a 

contemporary case, and connects it to the situation of the United States. 

2.1 The empirical record on cost and schedule overruns 

The most influential body of evidence comes from the study of megaprojects; the very large undertakings 

usually measured in billions of dollars. Drawing on a database that eventually spanned more than one hundred 

countries and several continents, researchers found that roughly nine out of ten such projects exceed their 

budgets, that overruns of up to fifty percent in real terms are common and overruns above fifty percent are 

not uncommon, and that this pattern has remained essentially constant for the seventy year period for which 

comparable data exist. The individual cases are striking and have entered the public memory. Boston's Big Dig 

overran by roughly two hundred and twenty percent, Denver International Airport by about two hundred 

percent, and the Sydney Opera House by an extraordinary fourteen hundred percent. The Channel Tunnel 

overran by about eighty percent in real terms even though it was an engineering triumph, a reminder that a 

project can succeed technically and still fail financially. 

Two features of this record deserve emphasis. The first is that the problem is not improving. Across the long 

run of comparable data there is no detectable downward trend in overruns, despite the introduction of every 

major scheduling and controls methodology of the modern era. The second is that the distribution of outcomes 
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has very heavy tails. Roughly one in six projects becomes a statistical outlier with an average overrun on the 

order of two hundred percent, which means the risk is not merely that a project will run over but that the 

overrun may be far larger than anyone planned for. This heavy tailed character is decisive for how risk should 

be managed, because it implies that the expected value of an overrun is dominated by a small number of 

catastrophic cases, and that protecting against those cases is worth a great deal. 

Delay is tightly coupled with this cost risk. Studies modeling the relationship between schedule slippage and 

cost found that, on average, an additional year in the implementation phase correlates with a measurable 

increase in percentage cost overrun, so that time and money fail together rather than independently. A project 

that slips also bleeds, through extended overheads, escalation of material and labor prices, prolonged 

financing, and the compounding of disruption. This coupling means that an intervention which improves 

schedule accuracy is simultaneously an intervention that protects cost, and it is part of why scheduling sits at 

the center of project performance rather than at its periphery. 

2.2 The information and communications technology failure profile 

Information technology and communications projects exhibit an even more dangerous risk profile than 

physical construction. Large software and systems programs become statistical outliers far more often than 

typical projects, and the cumulative waste from failed and underperforming technology projects in the United 

States alone has been estimated in the tens of billions of dollars annually. This matters for the present 

argument in two ways. First, it underscores that the performance problem is not confined to concrete and steel 

but is general to complex, interdependent undertakings, which is precisely the class that scheduling governs. 

Second, it is a caution for the very transformation this paper advocates, because integrating artificial 

intelligence into scheduling is itself, in part, a software and data undertaking, and must be approached with 

the discipline that the dismal record of large technology programs demands. 

2.3 The productivity dimension 

Overruns are the visible symptoms. Beneath them lies a deeper condition: the chronic stagnation of 

productivity in the industries that deliver projects, above all construction. The construction sector is one of 

the largest in the world economy, with on the order of ten trillion dollars spent on construction related goods 

and services each year, equivalent to roughly thirteen percent of global output. Despite this scale, the sector's 

labor productivity has grown at only about one percent a year over the past two decades, against roughly two-

point eight percent for the world economy as a whole and three-point six percent for manufacturing. The 

contrast within the United States is especially stark. Since the middle of the twentieth century, productivity in 

manufacturing, retail, and agriculture has grown enormously, in some measures by an order of magnitude or 

more, while construction productivity has remained close to where it stood decades ago, and by some 

measures has declined. 

The economic prize for closing this gap is very large. Analysis by the McKinsey Global Institute concluded that 

if construction productivity were to catch up with that of the total economy, the sector's value added could 

rise by about one point six trillion dollars a year, equivalent to roughly two percent of global output and to 

about half of the world's annual infrastructure need. Crucially for this paper's framing, that analysis found that 

approximately one third of the opportunity lies in the United States. The same body identified seven levers for 

recovery, and among them, more rigorous project management and execution, better design and engineering 

processes, and the wider use of digital technology and advanced analytics are precisely the areas where 

artificial intelligence applied to scheduling can contribute. The survey evidence behind the analysis pointed to 

inefficient on-site execution and misaligned contracts as leading root causes, both of which are downstream 
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of poor planning and weak forecasting, and both of which the capabilities examined in this paper are designed 

to address. 

2.4 The behavioral roots: optimism bias and strategic misrepresentation 

The persistence of the problem across every methodological advance point cause that are not primarily 

technical. Two behavioral mechanisms have emerged from literature as central. The first is optimism bias, the 

well documented human tendency to overestimate benefits and underestimate costs, durations, and risks, 

which operates even among honest and competent planners taking what they believe to be a realistic inside 

view of their project. The second is strategic misrepresentation, the incentive, in a competitive environment 

where projects must win approval and funding, to present the most favorable possible estimate, with the 

predictable result that the projects which get built are disproportionately those whose costs were most 

underestimated. The two mechanisms reinforce each other, and together they explain why estimates produced 

from the inside, activity by activity, are systematically too low. 

The significance of this behavioral account for the present paper is profound. It means that the central failure 

of scheduling is not a failure of arithmetic, which the classical tools perform flawlessly, but a failure of the 

inputs, which humans supply with predictable bias. It follows that the most valuable contribution an 

information technology can make is not to compute the network more precisely but to correct the biased 

inputs, by importing the discipline of the historical record into the estimate. This is exactly what reference 

class forecasting does by hand and what machine learning does at scale, and it is the reason this paper treats 

predictive forecasting, in Section 4, as the first and most consequential of the artificial intelligence capabilities. 

2.5 An illustrative case: California High-Speed Rail 

Statistical record acquires concrete force in a contemporary case. California's high-speed rail program, 

approved by voters in 2008 on the promise of connecting San Francisco and Los Angeles at a projected cost of 

about thirty-three billion dollars with completion targeted around 2020, has become an emblem of the 

performance crisis. More than fifteen years later, no segment is yet in revenue service, the full system has been 

estimated at figures ranging from roughly eighty nine billion to well over one hundred and twenty billion 

dollars, and the initial operating segment in the Central Valley alone has been estimated at upward of thirty 

six billion dollars, with revenue service projected years into the next decade. By the middle of the decade, 

billions had been spent without a single mile of track laid, and the federal government moved to terminate 

roughly four billion dollars of grants. 

What makes the case instructive for this paper is the documented character of the failures. A state audit 

attributed the cost growth and delay to flawed decision making and poor contract management, noting that 

construction began before sufficient land had been acquired, before utility relocations had been resolved, and 

before agreements with external stakeholders had been secured. Federal review cited missed procurement 

milestones, large cost adjustments over short periods, and, tellingly, a failure to maintain an up-to-date risk 

register. Each of these is a scheduling and project controls failure of exactly the kind the capabilities in this 

paper address: the absence of a credible, evidence based forecast at sanction, the absence of continuous risk 

monitoring, and the absence of the disciplined integration of schedule, cost, procurement, and stakeholder 

information that an enterprise grounded analytics layer provides. The case does not prove that artificial 

intelligence would have rescued the program, for the causes were also political and institutional, but it 

illustrates with painful clarity the categories of failure that better forecasting and better controls are designed 

to attack, and the scale of public money at stake when they are absent. 
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2.6 The United States infrastructure pipeline and the public stake 

The performance problem would matter at any time, but it is especially consequential now because of the 

unusual concentration of capital that the United States is committing to physical and industrial assets. The 

Infrastructure Investment and Jobs Act, signed in November of 2021, authorized roughly one trillion dollars 

for transportation and infrastructure, including about five hundred and fifty billion dollars in new spending 

above prior baselines, directed at roads and bridges, transit and rail, ports and airports, water systems, 

broadband, power, and climate resilience. Alongside it, separate industrial and clean energy legislation has 

catalyzed a wave of factory construction, semiconductor fabrication, and energy projects. Independent tallies 

have counted tens of thousands of public and private investments set in motion across these programs, and 

the associated private capital mobilized has been estimated in hundreds of billions of dollars. 

This pipeline collides with a documented infrastructure deficit. The American Society of Civil Engineers, in its 

2025 assessment of the nation's infrastructure, recognized the recent federal investment as setting a new 

standard while warning that a ten-year investment gap on the order of several trillion dollars remains. The 

implication is that the country will be delivering an extraordinary volume of complex, scheduled sensitive 

work for years to come, under public scrutiny, with public money, and against a backlog that leaves little room 

for waste. In that environment, the chronic overrun problem is not an abstraction. Every percentage point of 

overrun on a federal program is public money that does not reach the next project, and every year of delay is 

a benefit that citizens do not receive on schedule. 

2.7 Why does this rise to national importance 

These threads converge on a single conclusion. The United States is delivering a historic volume of complex 

work, the chronic failure mode of such work is severe and persistent overrun and delay, the roots of that failure 

are behavioral and informational rather than computational, and the public cost of the failure is measured in 

the hundreds of billions of dollars and in benefits delayed or foregone. A forecasting and governance 

technology that reliably narrows the gap between planned and actual delivery, applied across a pipeline of this 

magnitude, would therefore return value to the public on a scale that few discrete interventions can match. 

This is the precise sense in which the subject of this paper rises above firm level efficiency to national 

importance, and it is the standard against which the capabilities examined in the remainder of the paper 

should be judged. 

 

3. Foundations of Project Scheduling 

Artificial intelligence does not arrive on an empty field. It augments, and in places displaces, a mature body of 

scheduling theory and practice, and its contributions can only be assessed against that baseline. This section 

reviews the foundations with attention to where each method is strong and where it leaves a blind spot that 

the data driven approaches of later sections are positioned to fill. The recurring theme is that the classical 

methods are powerful engines operating on inputs that humans supply poorly, and that the artificial 

intelligence contributions are best understood as a systematic attack on those inputs and on the deterministic 

worldview that surrounds them. 

3.1 Network methods: the critical path method and PERT 

The critical path method, developed in the late 1950s for industrial maintenance and construction planning, 

models a project as a network of activities connected by precedence relationships. Each activity has a duration, 

and the method computes the longest path through the network, the critical path, which determines the 
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minimum total duration. Activities off the critical path carry float, the amount they can slip without delaying 

the project. The program evaluation and review technique, developed in the same period for a large defense 

program, extended the idea by treating activity durations as uncertain, using optimistic, most likely, and 

pessimistic estimates to derive an expected duration and a measure of variance. Together these methods gave 

planners the vocabulary that still organizes the discipline: activities, dependencies, durations, float, and the 

critical path. Modern scheduling software, from the dedicated planning tools used on large construction 

programs to the project modules of enterprise platforms, rests on this foundation. 

Their limitation is that they are only as good as the inputs. A critical path computed from optimistic durations 

is an optimistic schedule, and the method itself offers no defense against the biases that produce those 

durations. The single point estimates that planners enter are, as Section 2 established, systematically too short, 

and the network faithfully propagates that error to a precise but misleading completion date. The classical 

network methods are, in effect, very good calculators operating on numbers that human beings are 

demonstrably bad at supplying. They also assume a static network: the activities, their durations, and their 

dependencies are fixed at planning time, whereas real projects evolve continuously as scope changes and as 

the world intervenes. 

3.2 Earned value management 

Earned value management integrates scope, schedule, and cost into a unified system of measurement. By 

comparing the budgeted cost of work performed against both the budgeted cost of work scheduled and the 

actual cost incurred, it produces indices that quantify schedule and cost efficiency and that support forecasts 

of final cost and duration. Earned value is powerful precisely because it is grounded in performance to date 

rather than in the original plan, and it has become a contractual requirement on many large public programs 

for exactly that reason. Its forecasting logic, that the efficiency observed so far is informative about the 

efficiency to come, is a primitive but genuine form of data driven prediction, and the performance data that 

earned value captures is precisely the raw material that the machine learning models of Section 4 consume. In 

this sense earned value is both a classical method and a bridge to the data driven future. 

Earned value has well known limitations. Its standard indices can be slow to reveal trouble, particularly when 

early work is easy and difficulty is backloaded, and its forecasts assume that past efficiency persists, which 

fails precisely when a project encounters a regime change. These limitations are not arguments against earned 

value but motivations for augmenting it with methods that can learn more complex relationships from richer 

data, which is one of the things machine learning offers. 

3.3 Critical chain and the behavioral turn 

Critical chain scheduling reframed the problem around resource constraints and human behavior. It argued 

that the true constraint on a project is often not the logical network but the contention for shared resources, 

and that the safety time padded into individual activity estimates is routinely squandered through familiar 

behaviors: the tendency of work to expand to fill the time available, the tendency to start tasks late because a 

comfortable deadline seems distant, and the loss of any time saved on one activity rather than its transfer to 

the project as a whole. The remedy was to strip padding from individual activities and to aggregate it into 

buffers placed strategically in the schedule, then to manage the project by monitoring the consumption of 

those buffers. This was an important conceptual advance because it located the source of overrun in behavior 

and in resource dynamics rather than in the arithmetic of the network, anticipating the behavioral account 

that later research developed at scale. 
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3.4 Resource constrained scheduling and its complexity 

Resource constrained and resource leveled scheduling addresses the reality that activities do not execute in 

isolation but compete for finite crews, equipment, and capital. The resource constrained project scheduling 

problem, in which one seeks a schedule that respects both the precedence network and the resource limits 

while optimizing an objective such as total duration, is among the classic hard problems of operations 

research. It is, in the general case, computationally intractable, which means that for projects of realistic size 

the space of possible schedules is far too large to search exhaustively. Classical software therefore relies on 

priority rule heuristics and methodology to find good, though not provably optimal, solutions, and a 

substantial research literature has studied which heuristics perform best across benchmark instances. This 

intractability is central to the argument of Section 6, because it is exactly the kind of vast combinatorial search 

space in which machine assisted optimization and generative methods offer the clearest advantage over 

unaided human planning, which can explore only a handful of the possibilities by hand. 

3.5 Probabilistic methods: Monte Carlo schedule risk analysis 

Monte Carlo scheduled risk analysis anticipates the probabilistic turn that artificial intelligence completes. It 

replaces single point durations with probability distributions and simulates the schedule many thousands of 

times, producing a distribution of completion dates and costs rather than a single estimate. This is a genuine 

advance, because it surfaces the tail risk that deterministic methods hide and gives decision makers a basis for 

setting contingency that reflects the actual spread of outcomes. Its weakness is twofold. The input distributions 

are still supplied by humans, and so they inherit the same optimism that afflicts point estimates, often 

producing distributions that are too narrow and centered too low. And correlated risks, the tendency for 

several activities to slip together for a common reason such as a shared supplier or a common weather 

exposure, are difficult to model and are frequently omitted, which causes the simulation to understate true 

risk, sometimes badly. A simulation that treats correlated risks as independent will produce a reassuringly 

tight distribution that bears little relation to how projects fail. 

3.6 Reference class forecasting and the outside view 

Reference class forecasting takes a different and complementary route, and it is the most direct classical 

ancestor of the machine learning approach. Rather than building an estimate from the inside, activity by 

activity, it looks outward to the distribution of outcomes on a reference class of similar completed projects and 

uses that distribution to adjust the estimate for the project at hand. This outside view is a deliberate behavioral 

correction for optimism bias and strategic misrepresentation, grounded in the insight that the surest guide to 

how a project will turn out is how similar projects have turned out. The method moved from theory into 

practice when it was adopted by national authorities for the appraisal of major projects. Following revisions 

to United Kingdom Treasury guidance that recognized a systematic tendency toward over optimism, the 

Department for Transport and the Treasury adopted empirically based uplifts to cost, and duration estimates 

for large projects, with the uplift drawn from the overrun distribution of a relevant reference class. The first 

practical application, an appraisal of a proposed tram scheme, used a reference class of dozens of comparable 

rail projects to conclude that the promoters' estimate was optimistic and that substantially higher figures were 

warranted to achieve a given confidence of staying within budget, prompting a re-evaluation of the scheme. 

Reference class forecasting is, in spirit, exactly what machine learning approaches to project prediction 

generalize. Both replace the planner's biased inside estimate with evidence from the historical record. The 

difference is one of scale and flexibility. A reference class is constructed by hand around a single dimension of 

similarity, whereas a machine learning model can condition on many features of a project at once and learn 

the relationships from data, in effect constructing a tailored reference class for each new project automatically. 
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Understanding this lineage is important, because it shows that the artificial intelligence contribution of Section 

4 is not a break with sound practice, but the automation and extension of a method already endorsed by 

governments as the antidote to the central behavioral cause of overrun. 

3.7 The enterprise layer and the role of resource planning systems 

Scheduling does not happen in a spreadsheet for organizations of any size. It happens inside enterprise 

systems that connect the schedule to the financial ledger, the supply chain, and the workforce. In the project 

and portfolio modules of large enterprise resource planning platforms, the work breakdown structure is not a 

planning artifact but a live financial object that carries planned and actual cost, commitments, procurement, 

and, for commercial projects, revenue recognition. This integration matters enormously for artificial 

intelligence, because the value of a predictive model depends on the quality and completeness of the data it 

can see, and the enterprise system is where the richest and most authoritative project data lives. Section 5 

develops this point in detail with specific reference to the SAP platform, which anchors capital project data for 

a large share of major asset owners across energy, manufacturing, utilities, and engineering, but the general 

principle holds across enterprise platforms: the system of record is the natural foundation for analytics, 

because it is where the truth about the project resides. 

3.8 Digital representations: building information modeling and the four-dimensional schedule 

A further layer of the modern foundation is the digital representation of the asset itself. Building information 

modeling links, the geometric and semantic model of what is being built to the schedule, producing a four-

dimensional representation in which the sequence of construction can be visualized and checked against the 

physical reality of the design. This linkage is significant for artificial intelligence because it enriches the data 

available to models with the structure of the asset, enabling, for example, automated checking of a schedule 

against the model for constructability and clash, and providing a richer feature set for prediction. The 

convergence of the digital model, the enterprise data layer, and machine learning is part of what makes the 

present moment distinctive: the schedule is increasingly embedded in a rich digital context from which models 

can learn, rather than standing alone as a bare network of activities. 

3.9 The blind spots that artificial intelligence addresses 

The foundational picture, then, is of a discipline rich in method but constrained by its dependence on human 

supplied inputs and by a deterministic worldview poorly matched to the stochastic reality of delivery. Each 

classical method is strong at something and blind to something else. The critical path method computes 

duration precisely but accepts biased durations. Earned value grounds forecasts performance but assume that 

performance persists. Monte Carlo surfaces tail risk but inherits biased and uncorrelated inputs. Reference 

class forecasting corrects the bias but only along a single dimension and only when a reference class is 

constructed by hand. Resource constrained scheduling confronts a search space too large for human 

exploration. The contributions of artificial intelligence, examined in the next four sections, map onto exactly 

these blind spots: the biased inputs, the unmodeled correlations, the unexplored scenario space, and the 

absence of continuous, evidence based early warning. Read this way, artificial intelligence is not an exotic 

addition to discipline but the natural completion of trends, toward the outside view, toward probabilistic 

reasoning, and toward richer use of data, that the discipline has been pursuing for decades. 
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4. Machine Learning Models for Schedule Delay and Cost Overrun Forecasting 

The first and most mature application of artificial intelligence to scheduling is predictive: using machine 

learning to forecast, from the characteristics of a project and its early performance, the delay and cost overrun 

it is likely to experience. This is the capability that most directly attacks the central failure documented in 

Section 2, the systematic underestimation of duration and cost, and it is where the empirical literature is 

deepest. Because it is the automation and extension of reference class forecasting, the method enjoys a strong 

conceptual foundation, and because it operates in an advisory role, informing rather than replacing human 

decisions, it is also the capability that can be adopted earliest and with the least risk. 

4.1 Two problem framings 

Two complementary framings appear in practice, and a mature program uses both. In the early estimating 

framing, the model predicts final cost and duration before or near the start of execution, using project 

attributes that are known at that point, such as scope, location, contract type, delivery method, design maturity 

at sanction, client characteristics, and macroeconomic conditions. This is the machine learning analogue of 

reference class forecasting, and its purpose is to correct the optimistic baseline before commitments are 

locked in. Its decision context is the sanction or funding gate, the single highest leverage point in the life of a 

project, because the cost of correcting a project before commitment is a small fraction of the cost of correcting 

it once construction is underway. 

In the inflight framing, the model updates its forecast continuously as the project executes, consuming earned 

value indices, cash flow, productivity rates, changing order volume, procurement status, and other 

performance signals to predict the eventual outcome and to flag projects drifting toward trouble. Its decision 

context is active control: directing scarce management attention to the projects most likely to fail, triggering 

intervention while there is still time to act, and continuously re estimating the final position so that 

contingency and financing can be managed against an honest forecast rather than a stale baseline. The two 

framings serve different decisions, the first supporting approval and the second supporting control, and they 

draw on different data, but they share a common logic and a common foundation in the historical record. 

4.2 Data and features 

The performance of any predictive model is bound by the data it can learn from, and project prediction is no 

exception. The features that the literature has found informative span several categories. Project attributes 

describe what the project is: its type, scale, scope, location, and complexity. Contractual and delivery attributes 

describe how it is being procured and delivered: the contract type, the delivery method, the maturity of the 

design at the point of commitment, and the experience and track record of the parties. Performance signals, 

available only once execution begins, describe how the project is progressing: earned value indices, 

productivity rates, the pace and volume of change orders, procurement and material delivery status, and labor 

and equipment utilization. Contextual signals describe the environment: macroeconomic conditions, material 

price trends, and labor market tightness. 

A recurring and important finding is that the features which prove most predictive often align with the 

behavioral account of overruns. Studies repeatedly surface the maturity of the estimate, the completeness of 

the design at sanction, and the experience of the team among the strongest predictors, reinforcing the view 

that the predictable causes of failure are largely internal and knowable rather than external and random. One 

study of green building projects found, against the expectations of practitioners, that physical and contextual 

parameters such as project area and weather were more predictive of cost and duration than the sustainability 
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rating that the field had assumed would dominate, a useful reminder that data can overturn domain intuition 

and that feature importance analysis is valuable in its own right, independent of prediction. 

4.3 Algorithm families 

The methods applied to project prediction span the full range of supervised learning, and the choice among 

them involves a tradeoff between predictive power and interpretability that is particularly consequential in a 

domain where forecasts must be trusted and acted upon. 

4.3.1 Regression and regularized linear models 

Regression based models, from ordinary least squares through robust variants that resist the influence of 

outliers and regularized variants that guard against overfitting, provide interpretable baselines. Their 

coefficients have direct meaning, which makes them easy to explain and to challenge, and they often perform 

respectably. Their limitation is that they capture only the relationships they are explicitly given, struggling 

with the nonlinear interactions among features that characterize real projects unless those interactions are 

engineered in by hand. 

4.3.2 Tree based ensembles 

Tree based ensembles, particularly random forests and gradient boosted trees, have proven especially 

effective for the tabular data typical of projects. They capture nonlinear interactions among features 

automatically, without extensive manual engineering, and they are robust to the mixed data types, missing 

values, and irregularities that real project data presents. Crucially, they yield measures of feature importance 

that help practitioners understand the drivers of risk, and modern interpretation techniques can attribute an 

individual prediction to the specific features that produced it, which is essential for the trust and the 

explainability that Section 7 identifies as preconditions for adoption. For most organizations beginning a 

project prediction program, a tree-based ensemble is the natural first choice, combining strong accuracy with 

the interpretability that the decision context demands. 

4.3.3 Neural networks and deep learning 

Artificial neural networks, including deep architectures, have been applied where data volume permits, 

sometimes combined with metaheuristic optimization to tune their structure. Work applying neural networks 

with search-based hyperparameter tuning to large samples of completed projects has reported strong 

performance in distinguishing projects that will and will not overrun, and deep networks applied to project 

cost and duration have achieved low percentage errors where sufficient data was available. The strength of 

these methods is their capacity to learn very complex relationships; their weakness is their appetite for data, 

which the project often cannot satisfy, and their relative opacity, which complicates the explainability that 

consequential decisions require. They are most appropriate where data is abundant and where their 

predictions can be paired with interpretation techniques that expose their reasoning. 

4.3.4 Hybrid and physics informed approaches 

Because pure data driven methods struggle when data is scarce, a promising direction combines them with 

the structure of the domain. Approaches that blend machine learning with the network structure of the 

schedule, or that constrain learned models with known engineering and logical relationships, can perform well 

with less data than a pure learning approach requires, by importing prior knowledge rather than learning 

everything from scratch. This direction is particularly relevant to the project domain, where data is often 
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limited but where a great deal of structure, the precedence network, the resource constraints, the accounting 

relationships, is known in advance and can be supplied to the model. 

4.4 The evidence base 

The published results are encouraging and broadly consistent across a growing literature. Studies comparing 

machine learning approaches against traditional estimation methods report materially higher predictive 

accuracy for the data driven methods across building, highway, and infrastructure contexts. Random forest 

models applied to engineering service cost overruns have identified a small number of factors accounting for 

a large share of variance, demonstrating that the methods do not merely predict but also localize the sources 

of risk. Neural network studies on large project samples have reported strong classification of overrun risk, 

and deep learning studies on specific project classes have reported cost and duration errors low enough to be 

useful for budgeting. Systematic reviews of the field have catalogued these studies and have converged on the 

conclusion that machine learning offers a reliable, data driven complement to expert judgment, while also 

noting the recurring constraints of data availability and quality that bound the gains. 

Several cross-cutting themes deserve emphasis for practitioners. First, the models perform best precisely 

where human estimators are weakest, in the early phases when data is sparse and optimism is strongest, 

because they import the discipline of the historical distribution into a setting where the inside view is least 

reliable. Second, feature importance analysis consistently identifies internal and controllable drivers, which 

means the models are not merely forecasting fate but pointing to the levers, design maturity, estimate quality, 

team experience, that managers can pull. Third, the gains are realized only when the underlying data is 

captured consistently and at sufficient volume, which is why the enterprise data foundation discussed in the 

next section is not a detail but a precondition. A sophisticated model trained on thin or inconsistent data will 

produce confident and unreliable forecasts, which is worse than no model at all. 

4.5 Explainability and feature importance 

In a domain where forecasts must change consequential decisions, the ability to explain a prediction is as 

important as its accuracy. A predicted overrun that arrives as an unexplained number will not be trusted by 

the team whose project it concerns, and so it will not change the decision, and its accuracy will be wasted. 

Modern interpretation techniques address this by attributing a prediction to the specific features that drove 

it, so that a forecast of, say, a thirty percent overrun is accompanied by the information that it is driven 

principally by the immaturity of the design at sanction and the limited experience of the contractor on work 

of this type. This transforms the forecast from an opaque verdict into an actionable diagnosis, allowing the 

team to test the model's reasoning against their own knowledge and to act on the specific drivers rather than 

on the bare score. Explainability is therefore not a regulatory nicety but a functional requirement for the 

forecast to do its work, and it is a theme that recurs throughout this paper, culminating in the governance 

treatment of Section 7. 

4.6 From prediction to decision 

A forecast is only valuable if it changes a decision, and the most consequential use of these models is at the 

sanction gate. There, a predicted overrun distribution can be compared against the approved budget and 

contingency, and a project whose predicted distribution sits well above its funding can be re scoped, re 

baselined, or paused before money is committed. This is reference class forecasting operationalized and 

automated, and it is the single highest leverage point for reducing aggregate overrun across a portfolio. The 

same logic that led national authorities to adopt optimism bias uplifts at the appraisal stage applies here, with 

the difference that the uplift is computed automatically and is tailored to the specific features of the project 
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rather than drawn from a generic category. In flight, the same models support an early warning function, 

ranking a portfolio by predicted risk so that scarce management attention is directed to the projects most 

likely to fail, rather than spread evenly or captured by whichever project is most vocal. 

It is important to be precise about what these models do not do. They do not eliminate uncertainty; they 

quantify it. They do not remove the need for judgment; they inform it. A predicted overrun is a probabilistic 

statement conditioned on history, and history can mislead when a project is genuinely novel or when the 

conditions that generated the training data have changed. The right posture is to treat the model as a rigorous 

outside view that must be reconciled with, not subordinated to, the inside knowledge of the team. Where the 

model and the team disagree, that disagreement is itself valuable information, prompting a conversation about 

whether the project genuinely differs from its reference class or whether the team's optimism is reasserting 

itself. Section 10 returns to the novelty problem in detail, and Section 7 to the governance of how predictions 

are used, because the discipline surrounding the model matters as much as its accuracy. 

4.7 Validation and failure modes 

The responsible use of predictive models requires honesty about their failure modes and rigor in their 

validation. A model can fail by being trained in biased data, learning to reproduce a historically optimistic 

estimating culture as if it were ground truth; the remedy is careful curation of the training data and explicit 

attention to whether the historical record encodes the very bias the model is meant to correct. A model can 

fail by overfitting, performing well on the data it was trained on but poorly on new projects; the remedy is 

disciplined validation on held out data and honest reporting of out of sample performance. A model can fail 

silently as the world changes around it, a phenomenon known as drift, its accuracy degrading as new 

conditions depart from the training distribution; the remedy is continuous monitoring of performance against 

actual outcomes, with defined thresholds that trigger review and retraining. Each of these failure modes is 

manageable, but only within a governance framework that treats the model as a living system requiring 

ongoing oversight rather than as a finished artifact, which is the argument of Section 7. 

4.8 A worked illustration 

Consider, by way of illustration, a public agency delivering a portfolio of transit projects. At sanction, each 

project's business case carries an estimate produced from the inside, activity by activity, with a contingency 

set by convention. A predictive model trained on the agency's completed projects and on comparable projects 

elsewhere takes the features of each new project, its scope, its design maturity, its delivery method, the 

experience of its contractor, and produces a distribution of likely final cost and duration. For most projects the 

model's central estimate sits somewhat above the business case, reflecting the optimism the historical record 

reveals; for a minority it sits far above, flagging projects whose funding is badly inadequate for their risk. The 

agency uses these forecasts to challenge the optimistic cases at the gate, increasing contingency or re scoping 

where the gap is large, and to set portfolio level reserves that reflect the true aggregate risk rather than the 

sum of optimistic point estimates. As the projects execute, the inflight model updates each forecast from 

performance data, and the agency directs its limited oversight capacity to the projects the model ranks as most 

at risk, intervening early where the trajectory is poor. None of this replaces the agency's engineers or project 

managers; it equips them to allocate scarce capital and scarce attention based on evidence rather than 

optimism. This is the shape of the contribution that predictive forecasting makes, and it is, at portfolio scale 

across the public sector, a direct instrument for the protection of public money. 
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5. Predictive Schedule Risk Analytics Integrated with Enterprise Resource Planning Data 

A predictive model is only as good as the data it can see, and for capital projects the richest, most authoritative 

data lives not in a scheduling tool but in the enterprise resource planning system that runs the organization's 

finance, procurement, and operations. The second core capability, therefore, is the integration of schedule risk 

analytics with that enterprise data, so that forecasts and risk assessments are built on the actual financial and 

operational state of the project rather than on a planner's separate and often stale model. Because the SAP 

platform anchors capital project data for a large proportion of major asset owners in energy, utilities, 

manufacturing, and engineering, it serves as the concrete reference point for this section, though the general 

principles extend to enterprise platforms broadly. 

5.1 Why the enterprise system is the right data foundation 

In the project and portfolio capabilities of a modern enterprise suite, the project is represented through a work 

breakdown structure and a network of activities that are not planning abstractions but live financial and 

logistical objects. Each element carries planned cost, actual cost, commitments, and procurement status; it is 

connected to materials management so that the schedule reflects the real availability of components; it is 

connected to controlling so that variances are visible in the same ledger that governs the business; and it can 

be connected to revenue recognition for commercial projects. This integration is decisive for predictive 

analytics for three reasons. 

The first is completeness. The enterprise system sees cost, commitment, procurement, and resource data that 

a standalone schedule does not, and these are among the most predictive features of eventual overrun. A model 

that can see that a project's committed costs are running ahead of its physical progress, or that a critical 

material has slipped in procurement, has access to leading indicators of trouble that a bare activity network 

cannot provide. The second is authority. The enterprise figures are the official record, reconciled and audited, 

rather than a parallel estimate that may diverge from reality; analytics built on them inherit that authority, 

which matters greatly when a forecast must be defended to a board, an auditor, or the public. The third is 

timeliness. Because the data updates as transactions occur, a model fed from the enterprise system can update 

its forecast continuously rather than at the cadence of manual schedule updates, closing the gap between what 

is happening on the project and what the forecast reflects. 

5.2 The SAP project and portfolio landscape 

The SAP platform offers a family of capabilities for managing projects, grouped under the umbrella of 

enterprise portfolio and project management, and understanding their structure clarifies how analytics attach 

to them. The Project System component represents projects through work breakdown structures and 

networks of activities, integrating with most areas of the enterprise suite to support the full chain from a 

customer inquiry through engineering, the scheduling of resources, the planning and procurement of 

materials, and the planning and realization of revenues. It is the component through which large capital and 

customer projects carry their real cost and commitments, and it has long been used by major asset owners to 

manage undertakings such as the construction of refineries, pipelines, and industrial facilities. 

Alongside it, the portfolio and project management capability supports the strategic management of entire 

portfolios, consolidating data from the Project System, from the platform's own project management for 

implementation and development work, and from external tools, and enriching it with controlling data from 

the financial core. Through portfolio structures of buckets and items, an organization can manage capital, 

research and development, information technology, and commercial projects together, distribute budget 

across them, and compare them on financial and other dimensions to inform decisions about which to advance. 
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Commercial project management adds capabilities for the full lifecycle of customer projects, from bid 

preparation and financial planning through execution, including the documentation and assessment of project 

risks and the planning and tracking of mitigation activities. Work breakdown structures, network activities 

with dependencies and durations, milestones, and resource planning provide the granular scheduling 

substrate, while integration with finance, controlling, materials management, sales, and human capital 

management binds the schedule to the rest of the enterprise. 

5.3 Integration with dedicated scheduling tools 

Large construction and engineering programs frequently maintain detailed schedules in dedicated planning 

tools rather than natively in the enterprise system, and the enterprise platform accommodates this through 

standard connectors that exchange information in both directions. Through such a connector, the detailed 

schedule maintained in a specialized tool can be married to the financial truth held in the enterprise system, 

so that the granular activity logic of the planning tool and the authoritative cost and commitment data of the 

enterprise system are brought together. This matters for analytics because it means the model need not choose 

between the rich schedule structure of the planning tool and the rich financial data of the enterprise system; a 

well-designed integration gives it both. The practical work of establishing and maintaining these integrations, 

mapping fields, reconciling structures, ensuring that the two systems agree, is unglamorous but essential, 

because the quality of the analytics rests on the quality and coherence of the integrated data. 

5.4 A reference architecture for enterprise grounded schedule risk analytics 

A practical architecture connects four layers. At the base is the system of record, the enterprise resource 

planning platform that holds the work breakdown structure, cost, commitments, procurement, and resource 

assignments, together with the detailed schedule, whether maintained natively or in an integrated planning 

tool. Above it sits a data and analytics layer that extracts and harmonizes this information, joining it to 

historical data from completed projects so that models have both the current state and the reference 

distribution to learn from. On top of that sits the model layer, where the predictive models of Section 4 forecast 

delay and cost and where risk analytics quantify the distribution of outcomes and the drivers of risk. At the 

surface sits the decision layer, the dashboards, alerts, and review processes through which forecasts reach the 

people who act on them, ideally embedded in the same environment the project team already uses so that 

insight arrives in the flow of work rather than in a separate report. 

Two design principles govern this architecture. The first is that the analytics should operate on a faithful, 

continuously refreshed view of the enterprise data rather than on a manually maintained extract, so that 

forecasts reflect the present rather than the last reporting cycle. The second is that the human readable 

explanation of a forecast must travel with the forecast itself, so that a predicted overrun is accompanied by the 

factors driving it, drawn from the same authoritative data, allowing the team to test the prediction against 

their own knowledge and to act on the specific drivers rather than on an opaque score. These principles 

connect the architecture directly to the explainability and governance themes that run through the paper. 

5.5 Embedded intelligence, situation handling, and AI copilots 

The enterprise platforms are themselves embedding artificial intelligence directly into the project 

environment, which changes how analytics reach users. Modern enterprise suites increasingly include 

situation handling capabilities that can detect defined conditions, such as an emerging delay or a demand 

fluctuation, and surface them proactively to the right user, turning the system from a passive record into an 

active monitor. Embedded analytics bring forecasting and risk indicators into the same interface where the 

work is done. And generative artificial intelligence copilots, embedded natively in the enterprise suite, allow 
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users to interact with project data through natural language, asking questions and triggering actions without 

navigating menus, and drawing on the platform's contextual knowledge of the business. Such copilots are 

increasingly designed to operate across the application portfolio and to connect to a governed hub of 

underlying models, and they are moving from answering questions toward agentic behavior, taking defined 

actions within thresholds and flagging anomalies for human review. 

This embedding matters for the argument of this paper because it addresses one of the chronic reasons 

analytics initiatives fail: that the tools sit outside the record systems, forcing users to switch contexts or to 

transfer outputs by hand, so that the insight never reaches the decision in time. When the predictive and 

generative capabilities live inside the system that holds the data and that the team already uses, the friction 

that defeats so many analytics programs is reduced, and the forecast has a chance to change the decision. The 

governance of these embedded capabilities, examined in Section 7, becomes correspondingly important, 

because a copilot that can take actions within the system of record is a powerful instrument that must be 

controlled with care. 

5.6 Correlated risk and the portfolio view 

Grounding analytics in enterprise data addresses one of the deepest weaknesses of classical schedule risk 

analysis, the underestimation of correlated risk. When several activities depend on the same constrained 

supplier, the same scarce crew, or the same delayed permit, their slippage is not independent, and a simulation 

that treats it as independent will badly understate the true risk. The enterprise system, because it sees the 

shared resources, the shared suppliers, and the shared procurement explicitly, makes these correlations 

visible and learnable. A model that knows two activities draw on the same constrained material can represent 

their joint risk, producing a distribution of outcomes that reflects the way projects fail, in correlated cascades 

rather than in isolated, independent slips. This is a concrete and important advantage of the enterprise 

grounded approach over schedule risk analysis conducted in isolation, and it directly addresses the heavy 

tailed character of project risk that Section 2 identified, because correlated failures are precisely what produce 

the catastrophic tail. 

The same logic extends from the single project to the portfolio. Because the enterprise platform holds the 

whole portfolio in one structure, analytics can operate across projects to detect shared exposures, to allocate 

scarce resources where they reduce the most aggregate risk, and to rank the portfolio by predicted risk so that 

governance attention follows the evidence. Portfolio level visualization, including the spatial representation 

of projects and their dependencies, can help analysts see relationships, such as the proximity of project 

activities to one another or to maintenance work, that would otherwise remain hidden in tabular data. This 

portfolio view is exactly what a public agency or a large asset owner need when it is delivering many projects 

at once against a fixed budget, which is the situation the national infrastructure pipeline creates. The capability 

to see, across a portfolio, which projects are most likely to overrun and why, grounded in authoritative 

financial data, is a direct instrument for protecting public money at scale, and it is one that the failure of the 

California high-speed rail program, with its documented absence of an up to date risk register, illustrates the 

cost of lacking. 

5.7 Data quality as a precondition 

The enterprise grounded approach makes the dependence on data quality unavoidable and explicit. Analytics 

built on the system of record inherit its strengths, its completeness and authority, but also its weaknesses, and 

where project data is captured inconsistently, where work breakdown structures are not maintained, or where 

actuals lag reality, the analytics will reflect those deficiencies. The investment in data quality, in consistent 
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capture, in disciplined maintenance of the project structures, in the timely posting of actuals, is therefore the 

foundation on which everything else rests, and it is both an analytical asset and, as Section 7 argues, a 

governance asset, because the integrity of the data is the integrity of the forecast. Organizations that wish to 

capture the value of these capabilities must begin here, with the unglamorous work of getting the data right, 

before the sophisticated models can deliver reliable results. This sequencing is reflected in the adoption 

roadmap of Section 9. 

5.8 Public sector portfolio delivery 

The enterprise grounded, portfolio level capability is especially consequential for the public sector, which 

delivers much of the nation's infrastructure, and which is precisely the setting where the national stakes of 

Section 2 are highest. A public agency delivering a large portfolio of projects against appropriated fund’s needs, 

above all, an authoritative, continuously updated view of where its money is going and which of its projects 

are at risk, grounded in data it can defend. The integration of predictive analytics with the enterprise system 

that holds the agency's financial truth provides exactly this: a portfolio dashboard in which each project carries 

an evidence based forecast of its likely final cost and duration, in which emerging risks are surfaced 

proactively, and in which the agency's limited oversight capacity can be directed to the projects that most need 

it. This is not a speculative future capability but an extension of systems that major asset owners already 

operate, and its diffusion into public infrastructure delivery is among the most direct paths by which the 

capabilities of this paper can serve the national interest. 

 

6. Generative Artificial Intelligence for Schedule Generation, Resource Leveling, and Scenario Planning 

The third capability is the most recent and, in several respects, the most transformative. Where predictive 

models forecast outcomes and risk analytics quantify uncertainty, generative artificial intelligence participates 

in the construction of the schedule itself. It drafts plans from descriptions of scope, proposes resource leveled 

solutions to hard allocation problems, and answers natural language questions about the consequences of 

changes. The underlying technology, the large language model and its multimodal relatives, rests on the 

transformer architecture and on the scaling of these models to a point where they exhibit broad and flexible 

competence at language and at structured reasoning. This section examines the application of that competence 

to scheduling, the research foundation beneath it, and the limits that bound its responsible use. 

6.1 The underlying technology 

The transformer architecture, introduced in 2017, enabled models to attend flexibly to relationships across 

long sequences, and the scaling of transformer-based language models that followed produced systems 

capable of generating fluent text, translating between formats, and performing multi step reasoning across a 

wide range of tasks without task specific training. For scheduling, the relevant capabilities are several: the 

ability to translate between natural language and structured representations, so that a description of scope 

can become a draft schedule and a draft schedule can be explained in plain language; the ability to draw on 

patterns learned from large corpora, including the structure of how projects are organized; and, increasingly, 

the ability to act as the reasoning core of an agent that can use tools, query data, and take steps toward a goal. 

These capabilities are general, which is both their strength, since they transfer across the varied tasks of 

project planning, and the source of their risk, since a general system applied to a specialized domain may 

produce output that is fluent but wrong. 
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6.2 Automated schedule generation 

Drafting a credible schedule for a complex project is laborious and demands deep domain knowledge: the 

planner must decompose scope into activities, infer the precedence among them, estimate durations, and 

assign resources, drawing on experience of how similar work has been organized before. Generative systems 

can accelerate this substantially. Given a description of scope, a set of standards, and a library of comparable 

past schedules, a generative model can propose a work breakdown structure, a first draft of the activity 

network with dependencies, and initial duration estimates, producing in minutes a starting point that 

previously took days. The value is not that the draft is final, it is not, but that it converts the planner's role from 

blank page authorship to expert review and refinement, which is faster and which front loads expert attention 

onto the judgments that matter most. The planner ceases spending hours on the mechanical decomposition of 

scope and instead spends that time scrutinizing the draft for the errors and omissions that only experience 

can catch. 

This capability is most powerful when the generative model is grounded in the organization's own historical 

data rather than operating from general knowledge alone. A draft schedule informed by the actual durations, 

sequences, and resource profiles of the organization's completed projects inherits the hard-won lessons 

embedded in that record, including the realistic durations that human planners tend to underestimate. In this 

way generation and prediction converge: the generated draft is implicitly a reference class forecast, because it 

is built from the distribution of what happened, and it therefore arrives less optimistic than a draft a human 

would produce from memory. The technical means of achieving this grounding, retrieval augmented 

generation, in which the model is given relevant historical material to draw on at the moment of generation, 

is increasingly standard, and it is the mechanism by which a general model is made specific to an organization's 

experience without the cost and rigidity of training a bespoke model. 

6.3 Resource leveling and optimization 

Resource constrained scheduling is, as Section 3 noted, a computationally hard problem: the number of 

possible ways to sequence activities subject to precedence and resource limits explodes with project size, and 

human planners can explore only a handful by hand. This is a natural target for machine assistance. 

Optimization techniques, including the metaheuristics long studied for this problem and the newer learning-

based methods such as reinforcement learning, can search the space far more thoroughly than a person, 

proposing resource leveled schedules that respect the constraints while improving an objective such as total 

duration, peak resource demand, or cost. Reinforcement learning is particularly suited to sequential decision 

problems of this kind, and research has applied it to scheduling with promising results, learning policies that 

allocate resources well across a range of situations rather than solving each instance from scratch. 

Generative systems add a further dimension by making the interaction natural: a planner can describe a 

constraint or a goal in plain language and receive a revised plan, lowering the barrier between the person who 

understands the project and the optimization that improves it. The honest caveat is that real projects contain 

constraints and tacit knowledge that are difficult to encode, and an optimizer that improves a measurable 

objective while violating an unstated practical requirement is worse than useless. The appropriate model is 

therefore collaborative: the system proposes optimized options, and the planner, who holds the tacit 

constraints, selects and adjusts. This keeps the human in the role they are best suited for, the application of 

judgment and contextual knowledge, while delegating the combinatorial search to the machine, which is far 

better at it than any person can be. 
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6.4 Natural language what-if scenario planning 

Perhaps the most immediately useful generative capability is conversational scenario analysis. Projects are 

continuously buffeted by changes: a supplier slips, a permit is delayed, scope is added, a crew is reassigned. 

The classical way to understand the consequences of such a change is to re-plan a slow and specialized task, 

with the result that many decisions are made without a clear view of their schedule and cost implications. A 

generative system connected to the live schedule and its enterprise data can answer such questions directly. 

A manager can ask, in plain language, what happens to the completion date and the cost if a key delivery slips 

by six weeks, or which activities are most exposed if a particular crew is pulled to another site, and receive an 

immediate, reasoned answer with the affected activities identified. This collapses the time between a question 

and an informed answer from days to moment, and it democratizes scenario analysis, putting it in the hands 

of the decision maker rather than reserving it for the specialist planner. 

Used well, this capability changes the tempo of project control. Decisions that were previously made on 

intuition because the analysis was too slow can now be made on evidence, and the cumulative effect of many 

better small decisions is a materially better outcome. The scenario capability also pairs naturally with the 

predictive models of Section 4 and the risk analytics of Section 5: the generative interface becomes the way a 

human interrogates the underlying quantitative engine, asking it questions and receiving explanations, so that 

the sophistication of the analytics is matched by the accessibility of the interaction. The generative layer is, in 

this sense, not a separate capability but the conversational surface through which the other capabilities 

become usable by people who are not analysts. 

6.5 Agentic project controls and the research foundation 

Research on the use of large language models for automated planning and scheduling has grown rapidly, and 

a comprehensive review of the field has identified a range of distinct applications, including the translation of 

natural language into formal planning representations, the generation of plans, the construction of planning 

models, multi agent planning, interactive planning, the optimization of heuristics, and the integration of 

external tools. This research matters because it clarifies both the promise and the limits of the approach. The 

promise is that language models can serve as a flexible interface to planning and as a generator of candidate 

plans and planning structures. The limit, which the same research is careful to document, is that language 

models on their own are unreliable at the rigorous, constraint satisfying reasoning that valid scheduling 

requires, and that the most robust systems pair the language model with formal planning or optimization 

methods that guarantee the constraints are respected. The language model proposes and translates; the formal 

method verifies and enforces. This hybrid pattern, in which the generative system handles flexibility, language 

facing work and a rigorous engine handles the constraint satisfaction, is the architecture most likely to deliver 

reliable agentic project controls. 

In the construction domain specifically, systematic reviews have documented a fast-growing literature 

applying language models to planning and scheduling, safety analysis, document and compliance work, and 

coordination, often by integrating the models with retrieval, with sensor and image data, and with multi agent 

workflows. Reported results in narrow tasks have been strong, but the same reviews consistently identify data 

quality, computational demand, limited adaptability, and the need for integration with authoritative systems 

as the obstacles that bound real world deployment. The trajectory is toward agents that combine perception, 

reasoning, and control, but the responsible path runs through grounding in authoritative data and through the 

discipline of keeping a human in the loop for consequential decisions, which returns the discussion to 

governance. 
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6.6 The macro forecast and the human role 

The trajectory of these capabilities is the subject of widely cited industry forecasts. A prominent projection 

held that by the end of the decade a large majority of the routine work of project management, the data 

collection, tracking, and reporting that consume so much of a planner's time, would be performed by artificial 

intelligence, with the human role shifting toward judgment, stakeholder management, and the exercise of 

leadership that the technology cannot supply. Surveys of practitioners have found that the thoughtful adoption 

of these tools is associated with improvements in success rates, decision quality, and delivery speed, while the 

same sources caution that the benefits depend on human capability and on the responsible design of how the 

tools are used. The consistent message across these forecasts is not displacement but reconfiguration: the 

project professional of the near future spends less time assembling reports and more time exercising the 

judgment, the leadership, and the governance that the automation cannot provide and that determines 

whether projects succeed. 

6.7 The limits: hallucination, automation bias, and the discipline of oversight 

The limits of generative systems are real and must be stated plainly. Generative models can produce fluent 

output that is confidently wrong, a failure mode that is particularly dangerous in planning because a plausible 

but flawed schedule can pass casual review and embed errors deep in a project. They can misinterpret metrics, 

and they can fabricate detail that looks authoritative. Compounding this is a well-documented human 

tendency, the bias toward complacency and overreliance when working with automation, in which people 

accept automated output too readily and reduce their own vigilance, so that errors which a skeptical human 

would catch pass unchallenged. The combination of a system that can be confidently wrong and a human 

predisposed to defer to it is precisely the combination that produces serious failures, and it is the reason that 

oversight cannot be left to good intentions but must be designed into the process. 

These are not reasons to avoid technology; they are reasons to govern it. Reducing the risk through grounding 

generative systems in authoritative data, through validation, and through interfaces that expose the basis for 

outputs so that humans can check them is an active area of practice, and the design of the human machine 

collaboration, so that it catches errors without negating the speed advantage, is itself a central challenge. The 

generative capability is genuinely powerful, but it is powerful in proportion to the discipline with which it is 

deployed, and an organization that adopts it without the corresponding governance is building on sand. This 

brings the argument to the fourth capability, governance, which is not a constraint on the first three but the 

condition that allows their value to be realized. 

 

7. Governance and Risk Frameworks for Artificial Intelligence Assisted Scheduling 

The preceding three sections describe capabilities that can materially improve project delivery. This section 

argues that none of them can be relied upon at scale, least of all in the public programs where the national 

stakes are highest, without a governance framework that makes the systems accountable, auditable, and 

trustworthy. Governance is not a constraint bolted onto the technology after the fact; it is the condition that 

allows the technology to be trusted with consequential decisions. For a profession built on accountability for 

the stewardship of capital, this is not optional, and for the public programs that carry the national interest, 

where the use of any consequential technology must withstand scrutiny, it is decisive. 
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7.1 Why scheduling artificial intelligence needs governance 

Artificial intelligence applied to scheduling carries a distinctive risk profile. The decisions it informs whether 

to sanction a project, how much contingency to hold, where to direct management attention, are high value 

and consequential, and an error propagates into real commitments of money and time. The models learn from 

historical data, and that data encodes the conditions and the biases of the past, so a model can perpetuate or 

amplify a systematic error, for example by treating a historically optimistic estimating culture as ground truth. 

Generative systems can produce confidently incorrect output, and the human tendency toward over reliance 

can allow that output to pass unchallenged. And unlike static calculation, a learning system evolves with new 

data and new conditions, so its behavior is not fixed and must be monitored over time; a model that was 

accurate at deployment can drift as the world changes around it. These properties mean that scheduling 

artificial intelligence is not a deploy and forget technology; it is a living system that requires ongoing oversight, 

and the governance framework is the apparatus through which that oversight is exercised. 

7.2 The NIST Artificial Intelligence Risk Management Framework 

Organizations need not invent this governance from scratch. The most directly applicable scaffolding is the 

voluntary risk management framework for artificial intelligence published by the United States National 

Institute of Standards and Technology, developed under congressional direction through an open, consensus 

driven process and released in early 2023. The framework organizes the work of trustworthy artificial 

intelligence around four functions. To govern is to establish the culture, the accountability structures, and the 

policies within which artificial intelligence is developed and used, and it cuts across the other three. To map is 

to understand the context of a given system, the purpose it serves, the people it affects, and the risks it presents. 

To measure is to assess and track those risks with appropriate quantitative and qualitative methods, including 

rigorous testing of performance and the documentation of uncertainty. To manage is to act on the risks, 

allocating resources to those that matter most and deciding how to treat each. The framework is deliberately 

nonprescriptive, rights preserving, and adaptable across sectors and organization sizes, and it has become a 

widely referenced reference point for responsible practice. A companion profile addresses the risks of 

generative systems, which is directly relevant to the generative scheduling capabilities of Section 6, and the 

institute has continued to extend the framework, including work oriented towards the trustworthy use of 

artificial intelligence in critical infrastructure. 

The framework's value for scheduling is that it provides a structured, auditable way to think about the risks of 

a predictive or generative system across its lifecycle, and a common vocabulary that connects the technical 

work of building models to the organizational work of governing them. Its four functions map naturally onto 

the obligations that scheduling artificial intelligence must satisfy: governance establishes who is accountable, 

mapping ensures the system is understood in its context, measurement validates and monitors its 

performance, and management acts on what is found. An organization that operates these functions in earnest 

turns a collection of models into a governed capability. 

7.3 The broader regulatory and standards landscape 

The NIST framework does not stand alone. It aligns with and can be operationalized alongside the 

international management system standard for artificial intelligence, which provides an auditable structure 

for governing artificial intelligence across its lifecycle and against which an organization can be certified, and 

with the established risk management guidelines that mature organizations already apply to their other risks. 

For organizations exposed to international operations, the comprehensive European regulation on artificial 

intelligence, which entered into force in 2024 and phases in over subsequent years, introduces a risk tiered 

regime of considerable consequence. 
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That regulation classifies artificial intelligence systems into tiers, from prohibited practices through high-risk 

systems to limited and minimal risk, with obligations scaling to the assessed risk. Its high risk category, defined 

by reference to a list of sensitive use areas including critical infrastructure, employment, and essential services, 

attracts a substantial set of obligations on providers and deployers: the establishment of a risk management 

system, data governance ensuring that training, validation, and testing data are relevant and representative 

and to the extent possible free of error, technical documentation sufficient to demonstrate compliance, record 

keeping and logging, transparency and the provision of instructions for use, the design of the system to permit 

effective human oversight, and appropriate accuracy, robustness, and cybersecurity. The human obligation is 

notably specific, requiring that the people assigned to oversee a system be able to understand its capacities 

and limitations, remain alert to the tendency to over rely on its output, interpret that output correctly, and 

decide to disregard or override it. Whether a given scheduling system falls within the high-risk category 

depends on its specific use, and the regime's timelines and details have continued to evolve, but the direction 

is clear: structured, auditable, human supervised practice is becoming not merely good practice but, in some 

jurisdictions and uses, a legal requirement. 

Beyond binding regulation, a set of national and international policy instruments has shaped the norms of 

responsible artificial intelligence, including United States executive direction on safe, secure, and trustworthy 

development and use, and international recommendations on trustworthy artificial intelligence. The practical 

significance of this landscape for scheduling is that a credible governance program can be assembled from 

recognized components, the NIST framework for structure, the management system standard for auditable 

process, the regulatory obligations where they apply, and the established risk management guidelines for 

integration with enterprise risk, rather than improvised, which both raises its quality and makes it defensible 

to auditors, regulators, and the public. 

7.4 The control objectives in practice 

Translated into the specifics of scheduling, a governance program addresses several concrete objectives, 

which together turn artificial intelligence from a source of unaccountable risk into a controlled instrument fit 

for use on public money. 

• Accountability. The owner is responsible for each model and for the decisions it makes, so that the use 

of artificial intelligence does not diffuse responsibility into the system. The chain of responsibility 

from the model to the decision maker is explicit, and the role of the model as adviser rather than 

decider is clear. 

• Data quality and provenance. Because a model is a function of its training data, that data must be 

documented, representative, and examined for the systematic distortions that would teach the model 

the wrong lesson, including the optimism that the historical record may encode. The data governance 

that the enterprise foundation of Section 5 requires is, in this light, a governance control as much as 

an analytical one. 

• Validation and performance measurement. Each model is rigorously tested before deployment on 

data it has not seen, and its accuracy is monitored continuously afterward against actual outcomes, 

with defined thresholds that trigger review and retraining when performance degrades. This is the 

direct answer to model drift, and it is the discipline that distinguishes a governed model from an 

abandoned one. 

• Transparency and explainability. A forecast is accompanied by the factors driving it, so that a human 

can understand and challenge it. This is both a safeguard against blind reliance and a condition for the 
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forecast to be acted upon intelligently, and it connects the governance framework to the explainability 

techniques discussed in Section 4. 

• Human oversight. Consequential decisions are made by the model but made by accountable people, 

with the model in the role of a rigorous adviser. Oversight is designed to counter the documented 

human tendency toward overreliance, ensuring that the people responsible understand the model's 

limits and retain the genuine capacity to override it rather than deferring to it by habit. 

These objectives are mutually reinforcing. Explainability supports oversight, because a human cannot 

meaningfully oversee what they cannot understand. Validation supports accountability, because an owner can 

only be responsible for a model whose performance is measured. Data governance supports the whole, 

because all of it rests on the integrity of the underlying data. A program that implements these objectives 

earnestly, rather than as a paper exercise, is what allows an organization to rely on artificial intelligence for 

decisions that matter. 

7.5 Model risk management and continuous monitoring 

The discipline of model risk management, long established in domains such as finance where models inform 

high stakes decisions, provides a mature template for the continuous oversight that scheduling artificial 

intelligence requires. Its essential elements are the independent validation of models before use, the ongoing 

monitoring of their performance in production, the maintenance of an inventory of models with clear 

ownership, and the periodic review of whether each model remains fit for its purpose. Applied to scheduling, 

this means that a predictive model is not simply built and deployed but is entered into a governed lifecycle in 

which its assumptions are documented, its performance is tracked against the outcomes it predicted, and its 

continued use is justified by evidence. The phenomenon of drift makes this continuous monitoring 

indispensable, because a model's silent degradation as conditions change is invisible without it, and a 

degraded model that continues to inform decisions is a liability rather than an asset. 

7.6 Procurement, assurance, and audit 

Much scheduling artificial intelligence will be procured rather than built, embedded in the enterprise 

platforms and analytics tools that organizations buy, and this raises governance considerations specific to 

procurement. An organization that relies on a vendor's model must nonetheless understand and be 

accountable for how that model is used, which requires that vendors provide the transparency, 

documentation, and instructions for use that allow the deploying organization to exercise oversight. The 

emerging regulatory landscape reinforces this by placing obligations on deployers as well as providers, and by 

requiring the kind of documentation that makes a procured system auditable. For public agencies in particular, 

the procurement of scheduling artificial intelligence should require the assurances, around data governance, 

validation, explainability, and human oversight, that the governance objectives above describe, so that the 

agency can defend its use of the technology and can exercise genuine oversight rather than merely consuming 

an opaque output. Independent assurance and audit of these systems, drawing on the recognized frameworks 

and standards, will become an expected part of responsible practice, particularly where public money is at 

stake. 

7.7 Governance as an enabler 

It is tempting to frame governance as the price of using artificial intelligence, but the more accurate framing is 

that governance is what makes the value of artificial intelligence accessible. A predictive forecast that cannot 

be explained will not be trusted and therefore will not change decisions, so its accuracy is wasted. A generative 

draft that has not been validated cannot be relied upon and therefore must be redone, so its speed is wasted. 
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The benefits described in Sections 4 through 6 are realized only to the extent that the people responsible for 

projects are willing to act on what the systems tell them, and that willingness is a function of trust, which is a 

function of governance. In the public programs that carry the national stakes, where the use of any 

consequential technology must withstand scrutiny, this is not a subtle point but a decisive one. The 

organizations that capture the value of scheduling artificial intelligence will be those that govern it well, and 

the discipline of governance is therefore not a brake on the transformation but its enabling condition. It is also, 

fittingly, a domain in which the United States has taken a leading role through its federal frameworks for 

trustworthy artificial intelligence, so that the responsible adoption of these capabilities can proceed in 

alignment with national policy rather than in tension with it. 

 

8. National Importance: How Artificial Intelligence in Scheduling Improves the United States 

The preceding sections establish that artificial intelligence can make project scheduling more accurate, more 

responsive, and better governed. This section argues that the aggregate effect of that improvement, applied 

across the projects that build and sustain the country, rises to a matter of national importance. The argument 

is not that any single project benefits, though it does, but that the United States is delivering an extraordinary 

volume of complex, schedule sensitive work, that the chronic overrun problem imposes a large and continuous 

cost on the public, and that a forecasting and governance technology capable of narrowing that gap therefore 

returns value to the nation on a scale commensurate with the pipeline it improves. The section examines the 

specific channels through which this national benefit flows. 

8.1 Delivering the federal infrastructure pipeline 

The most direct national benefit is in the delivery of the historic federal infrastructure investment described 

in Section 2. With roughly one point two trillion dollars authorized for transportation and infrastructure and 

a substantial program of new spending flowing into roads, bridges, transit, rail, ports, water, broadband, and 

the power system, the country faces a delivery challenge of unusual scale, conducted with public money and 

under public scrutiny, against a backdrop of a multi trillion dollar investment gap that leaves no room for 

waste. The chronic pattern, in which roughly nine of ten large projects exceed budget and delay compounds 

cost, would, if it persists, consume a large fraction of this investment in overruns rather than outcomes. Every 

percentage point shaved from the aggregate overrun on this pipeline is public money redirected from waste 

to additional infrastructure, and every project delivered closer to schedule is a public benefit received sooner. 

The capabilities of this paper bear directly on this challenge. Predictive forecasting at the sanction gate 

corrects the optimistic baselines that lock in underfunded projects, the very failure that the California high-

speed rail case, with its threefold cost growth from an optimistic initial estimate, so vividly illustrates. Portfolio 

risk analytics direct oversight into the projects most likely to fail, supplying exactly the continuous risk 

monitoring whose absence federal reviewers cited in that same case. Enterprise grounded analytics integrate 

the schedule, cost, procurement, and stakeholder information whose fragmentation a state audit identified as 

a root cause of failure. And the governance that makes these tools trustworthy allows public agencies to rely 

on them and to defend that reliance. These are not firm level conveniences but instruments for protecting the 

public return on a national investment, and their diffusion into the agencies delivering the pipeline is among 

the most direct ways the transformation can serve the country. 
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8.2 Permitting, coordination, and delivery bottlenecks 

Beyond the forecasting of cost and duration lies the coordination of the many parties and processes whose 

misalignment produces delay. The high-speed rail case again instructs much of its delay traced not to 

construction difficulty but to beginning before land was acquired, before utilities were relocated, and before 

stakeholder agreements were secured, and to route changes driven by local and political considerations that 

added billions. These are failures of planning and coordination that better scheduling, better scenario analysis, 

and better portfolio visibility are designed to surface and to manage. A generative scenario capability that can 

rapidly assess the schedule and cost consequences of a proposed route change, an enterprise grounded view 

that makes the dependencies on land, utilities, and approvals explicit, and a predictive model that flags a 

project beginning execution with low design and acquisition maturity as high risk, together address precisely 

the coordination failures that bottleneck delivery. Artificial intelligence cannot resolve the political choices 

that drive some of these failures, but it can make their consequences visible in time to inform the choice, which 

itself is a significant contribution. 

8.3 Recovering construction and capital productivity 

Beyond the specific pipeline lies the deeper prize of construction productivity. As Section 2 documented, 

analysis of the sector identified an opportunity on the order of one point six trillion dollars a year globally from 

closing the productivity gap, with about a third of that opportunity in the United States, and it named better 

project management and execution and the wider use of digital technology and analytics among the levers to 

capture it. Artificial intelligence applied to scheduling acts on exactly these levers. By improving the accuracy 

of plans, the thoroughness of resource optimization, and the speed of informed decision making, it attacks the 

inefficient on-site execution and weak planning that the sector's own diagnosis identified as leading causes of 

lost productivity. Because construction related activity is equivalent to a large share of national output and 

because each dollar of construction generates additional activity elsewhere in the economy, an improvement 

in how the sector plans and delivers work propagates broadly. The recovery of even part of the United States 

share of the productivity opportunity would register at the level of national economic statistics, not merely on 

individual project ledgers, and would help close the long standing and otherwise puzzling gap between 

construction's productivity and that of the rest of the economy. 

8.4 Supply chain resilience 

Project scheduling and supply chain are inseparable in practice, because a schedule is in large part a plan for 

when materials, components, and equipment must arrive, and the enterprise systems that hold the schedule 

also hold the procurement and the supply chain. The resilience of national supply chains, a standing priority 

since the disruptions of recent years, depends on the ability to plan and replan delivery under uncertainty, 

seeing where a constrained supplier threatens multiple projects at once, and to sequence scarce critical 

components, from semiconductors to grid hardware to pharmaceutical inputs, where they do the best. The 

correlated risk analytics of Section 5, grounded in enterprise data that sees shared suppliers and shared 

procurement, are precisely the capability that makes such planning possible, because they reveal the joint 

exposures that isolated schedule analysis hides. Artificial intelligence applied to scheduling thus contributes 

directly to supply chain resilience, a dimension of national interest that extends to economic security and, in 

critical sectors, to national security, and it does so by exploiting exactly the integration of schedule and supply 

chain data that the enterprise platforms provide. 
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8.5 The energy transition and grid modernization 

The modernization of the energy system is among the most intensive project undertakings the country faces, 

comprising an immense pipeline of generation, transmission, interconnection, and grid hardening work, much 

of it scheduled critical and much of it delayed by the same planning and delivery weaknesses that afflict 

projects generally. Interconnection backlogs and transmission delays are, at root, scheduling and portfolio 

delivery problems on the national scale. The capabilities examined in this paper, predictive forecasting to set 

credible schedules, portfolio analytics to manage the pipeline and to direct scarce resources where they reduce 

the most delay, and generative scenario planning to replan rapidly as conditions and policies change, bear 

directly on the pace at which this transition can proceed. Because the energy transition is both an economic 

and a strategic priority, and because its benefits, in emissions, in reliability, and in energy security, accrue to 

the nation, accelerating its delivery through better scheduling is a contribution to national objectives that 

reaches well beyond the projects themselves. 

8.6 Defense acquisition and critical programs 

The same logic applies, with heightened stakes, to defense acquisition and other critical national programs, 

which are notorious for schedule slippage and cost growth and where delay carries consequences for 

readiness and security as well as for budget. Large, complex programs of this kind are exactly the class in which 

the heavy tailed risk documented in Section 2 is most dangerous and most expensive, because a single 

catastrophic overrun can consume resources that would have funded multiple successful programs. Predictive 

risk analytics that surface emerging slippage early, portfolio governance that maintains realistic schedules, 

and the disciplined, auditable use of these tools under a recognized governance framework are well matched 

to the needs of program offices charged with delivering on time and within budget. That the relevant 

governance scaffolding originates substantially in United States federal frameworks for trustworthy artificial 

intelligence is fitting, because it means the responsible adoption of these capabilities in defense and security 

contexts can proceed in alignment with national policy on artificial intelligence rather than in tension with it, 

and can draw on assurance practices that those frameworks support. 

8.7 Fiscal protection and public interest 

Underlying all these specific channels is a single, unifying public benefit: the protection of public money. The 

chronic overrun problem is, in aggregate, a continuous transfer of public resources from intended outcomes 

to waste, and the heavily tailed character of the risk means that a small number of catastrophic overruns can 

consume resources that would have funded many successful projects. Technology that narrows the gap 

between planned and actual delivery, applied across the public portfolio, is therefore a fiscal protection 

measure of national consequence, comparable in its aggregate effect to substantial discrete investments but 

achieved by getting more from money already committed. It is also a measure that strengthens public trust, 

because projects that finish on time and on budget restore confidence in the capacity of public institutions to 

deliver, confidence that the long record of overruns, and emblematic failures like the high-speed rail program, 

has eroded. In this sense the responsible adoption of artificial intelligence in scheduling serves not only the 

economy but the credibility of public investment itself, which is a national asset. 

8.8 Workforce and human capital 

Finally, the transformation reshapes the project workforce in ways that bear on national competitiveness. The 

industry forecasts cited in Section 6 anticipate that much of the routine, low value work of project management 

will be automated, shifting the human role toward judgment, leadership, and the governance of the systems 

themselves. This is not a story of displacement but of elevation, provided the workforce is equipped for the 
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shift. The nation that develops the human capital to deploy and govern these capabilities well, the planners 

who can supervise generative drafting, the analysts who can interrogate predictive models, the leaders who 

can govern artificial intelligence responsibly, the professionals who can integrate these tools with the 

enterprise systems that hold the data, will hold an advantage in the delivery of every project intensive national 

priority. Investing in that human capacity, through education, professional development, and the cultivation 

of the hybrid skills that span project delivery and artificial intelligence, is the complement to investing in 

technology, and the two together constitute the genuine national capability. The capability resides not in the 

software alone but in the combination of the software with a workforce able to wield it wisely. 

8.9 The aggregate national value 

Drawing these channels together, the national case rests on a simple multiplication. The United States is 

delivering work measured in the trillions of dollars across infrastructure, energy, manufacturing, and defense. 

The chronic failure mode of that work is overrun and delay that consume a substantial fraction of its value. 

The capabilities examined in this paper attack the specific, documented causes of that failure mode, the 

optimistic baselines, the absent risk monitoring, the fragmented information, the slow and intuition driven 

decisions, and the unmanaged correlated risk. Even a modest proportional improvement, applied across a 

pipeline of this magnitude, returns value to the public measured in tens or hundreds of billions of dollars, in 

infrastructure delivered, productivity recovered, supply chains secured, transitions accelerated, programs 

kept on schedule, and money protected. This is the sense in which a technology for scheduling, narrow as it 

first appears, is a matter of national importance, and it is the standard of public benefit against which the 

responsible pursuit of this transformation should be measured and justified. 

 

9. A Reference Architecture and Adoption Roadmap 

Translating the preceding analysis into practice requires both coherent technical architecture and a realistic 

sequence of adoption. This section sketches both, with the aim of describing a path that captures value early 

while building toward the full capability, and that embeds governance from the outset rather than retrofitting 

it. The guidance is deliberately conservative, because the mode of failure to avoid is the deployment of 

impressive but ungoverned capability that produces confident errors and destroys the trust on which the 

whole transformation depends. 

9.1 The integrated capability stack 

The mature capability integrates the four themes of this paper into a single stack. At its foundation is the 

authoritative enterprise data layer of Section 5, the resource planning system that holds the work breakdown 

structure, cost, commitments, procurement, and resources, together with the detailed schedule, whether 

maintained natively or in an integrated planning tool, and continuously refreshed so that everything above 

reflects the present state. On that foundation sits the predictive layer of Section 4, the models that forecast 

delay and cost and quantify risk, learning from both the live project and the historical record. Alongside it sits 

the generative layer of Section 6, which drafts schedules, optimizes resource allocation, and provides the 

natural language interface through which humans pose scenarios and receive explanations. Wrapping the 

whole is the governance layer of Section 7, which is not a separate component but a set of controls, 

accountability, data quality, validation, transparency, and human oversight, that apply across every layer and 

make the stack trustworthy. The decision surface, the dashboards and alerts and review processes sit at the 

top, ideally embedded in the tools the project team already uses so that insight arrives in the flow of work. 
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Several architectural choices occur in practice and deserve note. The analytics should draw on a faithful and 

continuously refreshed view of the enterprise data, rather than on periodic manual extracts, so that forecasts 

reflect the present. The historical data that models learn from should be curated with attention to the biases 

it may encode, so that the models correct rather than reproduce the optimism of the past. The generative 

components should be grounded in authoritative data through retrieval rather than relied upon to recall facts, 

and paired with rigorous methods where satisfaction matters. And the explanation of every forecast should 

travel with it, so that the people who act on it can understand and challenge it. These choices are the technical 

expression of the governance objectives, and they are what distinguish a trustworthy stack from an impressive 

but unreliable one. 

9.2 A phased adoption path 

Few organizations can or should build this stack at once. A sensible sequence captures value while managing 

risk and building the data and governance foundations that the later phases require. 

1. Establish the data foundation. Before any model, ensure that project data in the enterprise system is 

captured consistently, that historical project outcomes are accessible and curated, and that the data 

governance described in Section 7 is in place. This phase is unglamorous and indispensable, because 

every later capability depends on it, and an organization that skips it will build sophisticated models 

on unreliable data and obtain unreliable results. The work includes standardizing how projects are 

structured, ensuring that actuals are posted promptly, and assembling a clean record of completed 

projects and their outcomes to serve as the reference distribution. 

2. Deploy predictive forecasting at the sanction gate. The highest leverage, lowest risk first capability is 

reference class style prediction of cost and duration before commitments are locked, used to challenge 

optimistic baselines. It changes the single most consequential decision, whether and on what terms to 

proceed, and it does so in an advisory role that keeps humans firmly in control. Because it operates at 

the gate rather than in execution, it can be introduced without disrupting ongoing work, and its value, 

in projects re scoped or re baselined before money is wasted, is both large and demonstrable. 

3. Add flight risk analytics and portfolio early warning. Once forecasting is trusted, extend it to 

continuous monitoring and to portfolio level ranking, directing management attention to the projects 

most likely to fail. This is where the protection of a portfolio of public projects is realized, and where 

the correlated risk analytics that the enterprise data foundation enables come into their own. 

4. Introducing generative assistance under supervision. With the data and governance foundations 

established, generative drafting, optimization, and scenario analysis, always in the collaborative mode 

in which the system proposes and the human disposes. Begin with scenario analysis, which is 

immediately useful and low risk because it informs rather than acts, before moving to draft 

generation, and ensures that the generative components are grounded in authoritative data and that 

their outputs are validated. 

5. Mature the governance and measure the value. Throughout, operating the governance framework is 

used as a living system, monitoring model performance, refreshing data, and measuring the realized 

improvement in delivery against a baseline, so that the program can demonstrate its value and correct 

course where the evidence requires. The measurement itself is important, because it sustains the 

investment and because it disciplines the program to deliver real rather than illusory benefit. 

This sequence front loads the interventions with the best ratio of value to risk, builds trust incrementally so 

that each capability is adopted only when the organization is ready to act on it, and treats governance and data 
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quality as prerequisites rather than afterthoughts. An organization that follows it will capture value at each 

step rather than waiting for a distant and risky big bang and will build the institutional confidence in the 

technology that is the precondition for the more advanced capabilities to be used well. 

9.3 Organizational and changing considerations 

The technical stack is necessary but not sufficient. The benefits of scheduling artificial intelligence are realized 

only when the organization changes how it makes decisions, and that change is harder than the technology. 

Three organizational conditions stand out. The first is that accurate forecasts must be welcomed rather than 

resisted, which requires that the incentives surrounding projects reward honest estimation rather than 

optimism, a point developed in Section 10 as the deepest of the challenges. The second is that the people who 

must act on the forecasts, the gate keepers, the portfolio managers, the project leaders, must understand them 

well enough to trust and to challenge them, which requires investment in the human capital discussed in 

Section 8 and an explainability discipline that makes the forecasts intelligible. The third is that governance 

must be real, owned at a senior level, resourced, and exercised, rather than a paper compliance exercise, 

because the trust that makes the technology valuable depends on the credibility of the controls that surround 

it. Organizations that attend only to technology and neglect these conditions will find that their sophisticated 

models change few decisions, and that the value remains stubbornly out of reach. 

9.4 Build, buy, and the role of embedded capability 

A practical question every organization face is whether to build these capabilities or to buy them, and the 

answer is increasingly mixed. Much of the capability is becoming available embedded in the enterprise 

platforms and analytics tools that organizations already operate, as Section 5 described, which lowers the 

barrier to adoption and reduces the burden of building and maintaining models in house. At the same time, 

the predictive models that learn from an organization's own history are most valuable when tuned to that 

history, which argues for an internal capacity to curate data and to validate and interpret models even when 

the underlying technology is procured. The sensible posture for most organizations is therefore to build on 

procured and embedded capability where it fits, while developing the internal capacity, in data governance, in 

model validation, in the interpretation of forecasts, that allows them to use that capability well and to be 

accountable for it. The governance considerations of Section 7 apply with equal force to procured and to build 

capability, and the organization remains accountable for the decisions the technology informs regardless of 

who built it. 

9.5 Metrics and value realization 

A program of this kind should be held to account against outcomes, not activity. The metrics that matter are 

those that measure the gap between planned and actual delivery and its narrowing over time: the accuracy of 

forecasts against eventual outcomes, the reduction in aggregate overrun across a portfolio relative to a 

baseline, the proportion of projects re scoped or re baselined at the gate as a result of predictive forecasting, 

the speed with which emerging risks are identified and acted upon, and the realized improvement in on time 

and on budget delivery. Measuring these requires a baseline, which is itself valuable to establish, and a 

discipline of comparing forecasts to outcomes that doubles as the model monitoring the governance 

framework requires. A program that measures its value in these terms can sustain the investment it requires, 

can demonstrate the public benefit that justifies it, and can correct courses where the evidence shows it is not 

delivered, which is the mark of a serious rather than a performative adoption. 
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10. Economic Value, Measurement, and Business Case 

The case for investing in scheduling artificial intelligence ultimately rests on value, both private value to the 

organizations that adopt it and public value to the nation whose projects it improves. This section develops 

the logic of that value, sets out a framework for quantifying it, and confronts the difficulty that the field still 

lacks rigorous, independent measurement of realized benefit at scale. The aim is to give decision makers a 

disciplined way to think about the business case, and to identify the measurement that the field most needs. 

10.1 The structure of value 

The value of better scheduling flows from several distinct sources, which it is useful to separate. The first and 

largest is the avoidance of overrun. Because the chronic pattern is that projects exceed their budgets by 

substantial margins, and because the distribution of overruns is heavy tailed, a technology that improves the 

accuracy of estimates and that catches troubled projects early avoids cost that would otherwise be incurred, 

and the avoided cost is dominated by the prevention or mitigation of the catastrophic tail. The second is the 

avoidance of delay, which is tightly coupled to cost but which also carries its own value in benefits received 

sooner, in financing costs avoided, and in disruption prevented. The third is productivity: the time that 

planners and analysts save when generative tools draft schedules and answer scenario questions, and the 

better resource utilization that optimization achieves, are real economic gains even apart from their effect on 

overrun. The fourth is the option value of better information: decisions made on evidence rather than intuition 

are better decisions on average, and the cumulative effect of many better decisions across a portfolio is 

substantial even where no single decision is decisive. 

These sources differ in how readily they can be measured. Productivity gains are relatively easy to observe, in 

hours saved and in resources better used. Overrun avoidance is harder, because it requires comparing what 

happened to a counterfactual of what would have happened without the technology, which is inherently 

uncertain. The option value of better information is hardest of all to quantify, though it may be the largest 

source of value over time. A serious business case acknowledges these differences and does not pretend to a 

precision that the measurement cannot support, while still making the disciplined estimate that decision 

making requires. 

10.2 A framework for quantification 

A defensible quantification proceeds from the portfolio rather than the individual project, because it is at the 

portfolio level that the statistical regularities hold and that the heavy tail averages out. The logic runs as 

follows. Begin with the baseline: the aggregate value of the portfolio and its historical pattern of overrun and 

delay, which establishes the cost that the chronic problem imposes. Estimate the proportional improvement 

that the technology can plausibly achieve, drawing on the evidence that predictive forecasting improves 

estimate accuracy, that early warning enables timely intervention, and that better information improves 

decisions, while being conservative about the fraction of the problem that is addressable, since some overrun 

is driven by causes, political, regulatory, genuinely unforeseeable, that no forecasting technology can prevent. 

Apply the proportional improvement to the addressable portion of the baseline cost to obtain the gross value, 

and net out the cost of the program, in technology, in data work, in governance, and in the human capital to 

operate it. The result is a disciplined, if uncertain, estimate of net value, and its sensitivity to the assumptions, 

particularly the addressable fraction and the proportional improvement, should be examined explicitly rather 

than hidden. 

This framework makes clear why the value is large at national scale even under conservative assumptions. 

The baseline is enormous, measured in the trillions across the national pipeline; the chronic overrun consumes 
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a substantial fraction of it; and even a modest proportional improvement on a modest addressable fraction 

yields a figure in the tens of billions of dollars. The framework also makes clear why the value is real but harder 

to demonstrate at the level of a single organization or project, where the statistical regularities are noisier and 

the counterfactual is murkier. The implication for adoption is that the business case is strongest when made 

at the portfolio level and strongest of all at the level of the public portfolio, which is precisely the level at which 

the national interest operates. 

10.3 The measurement gap 

Intellectual honesty requires acknowledge that the field still lacks the rigorous, independent, at scale 

measurement of realized benefit that would put these estimates on a firm footing. The predictive accuracy of 

models is well documented in the research literature, but the downstream question, whether deploying these 

models changes decisions and improves delivery outcomes across real portfolios, is far less studied, and much 

of the evidence that exists is either anecdotal or supplied by parties with an interest in a favorable result. This 

gap is not a reason to dismiss the value, which the logic and the accumulating evidence support, but it is a 

reason for humility in claiming it and a priority for the research agenda of Section 12. The most valuable 

contribution that could be made to the field at this stage may be rigorous, independent, longitudinal study of 

organizations that adopt these capabilities, measuring their delivery outcomes against credible baselines, so 

that the business case can rest on demonstrated rather than inferred benefit. Until that evidence accumulates, 

decision makers should adopt with the disciplined optimism that logic warrants, while building the 

measurement into their programs so that they contribute to closing the gap rather than perpetuating it. 

10.4 The asymmetry of the bet 

A final consideration frames the business case favorably even under uncertainty. The cost of adopting these 

capabilities responsibly, while real, is modest relative to the value of the portfolios they govern, particularly 

where much of the capability is procured embedded in systems the organization already operates. The 

potential value, in overrun and delay avoided across a large portfolio, is by contrast very large, and it is 

dominated by the prevention of the catastrophic tail, the projects that double or triple their budgets and 

consume resources that would have funded many others. This asymmetry, a modest and bounded cost against 

a large and tail weighted potential benefit, is favorable, and it is the kind of asymmetry that justifies action 

under uncertainty. The prudent posture is therefore not to wait for perfect evidence before adopting, but to 

adopt responsibly and incrementally, capturing value at each step and measuring as one goes, which is exactly 

the posture the roadmap of Section 9 describes. 

 

11. Sector Applications in Depth 

The four capabilities described in this paper apply across the project economy, but they apply differently in 

different sectors, because each presents distinct data, distinct constraints, and distinct decision points. This 

section examines the technical specifics of how the capabilities apply in the sectors most consequential for the 

national interest, complementing the national importance argument of Section 8 with the practical detail of 

how technology meets each domain. The purpose is to show that the general capabilities are not a single 

uniform solution but a toolkit that adapts to the structure of each kind of work. 

11.1 Transportation infrastructure 

Transportation projects, roads, bridges, transit, and rail, are the archetypal subject of the megaproject 

literature and the domain where reference class forecasting was first adopted by governments. They are 
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characterized by long durations, heavy exposure to land acquisition, permitting, utility relocation, and 

stakeholder negotiation, and by a relatively rich historical record of comparable projects that makes them well 

suited to predictive forecasting. The decision points where artificial intelligence adds the most value are the 

sanction gate, where predictive forecasting can correct the optimism that the record so consistently reveals, 

and the management of the long execution phase, where in flight analytics can track the coupling of delay and 

cost. The high-speed rail case examined throughout this paper is a transportation case, and its documented 

failures, beginning before land and approvals were secured, the absence of risk monitoring, and the 

fragmentation of information, are precisely the failures that predictive forecasting, portfolio risk analytics, and 

enterprise grounded integration are designed to address. The data challenge in transportation is the 

heterogeneity of projects and the long feedback loop, since a project sanctioned today may not reveal its 

outcome for a decade, which places a premium on learning from the historical record and on the careful 

construction of reference classes. 

11.2 Energy and grid modernization 

Energy projects span an enormous range, from large generation and transmission undertakings to the vast 

number of smaller interconnection and grid hardening projects that the energy transition requires. The 

defining characteristics for scheduling are the sheer volume of projects in the pipeline, the criticality of 

sequencing and interconnection, and the dependence on long lead components whose procurement dominates 

the schedule. The capabilities apply at the portfolio level above all: portfolio analytics that manage a large 

pipeline, that detect where a constrained component or a contended resource threatens many projects at once, 

and that allocate scarce capacity where it reduces the most aggregate delay. The correlated risk analytics of 

Section 5 are particularly valuable here, because the energy pipeline is full of shared dependencies, on the 

same suppliers of transformers and turbines, on the same specialized crews, on the same interconnection 

queues, that make project risks correlated rather than independent. Generative scenario planning is valuable 

because the energy transition proceeds amid shifting policy and market conditions that require frequent 

replanning, and a capability that can rapidly assess the consequences of a change keeps the pipeline 

responsive. 

11.3 Manufacturing and semiconductor fabrication 

The wave of advanced manufacturing and semiconductor fabrication that recent industrial policy has 

catalyzed presents a distinct scheduling profile. Fabrication facilities are among the most complex and 

expensive industrial projects undertaken, with extraordinarily tight tolerances, complex equipment 

installation and commissioning sequences, and severe consequences for delay given the competitive and 

strategic stakes of capacity. These projects are typically managed within sophisticated enterprise systems by 

owners with mature project capabilities, which makes them fertile ground for the enterprise grounded 

analytics of Section 5. The decision points where artificial intelligence adds value are the management of the 

dense and highly interdependent execution schedule, where correlated risk and resource contention are acute, 

and the integration of the construction schedule with the supply chain for the specialized equipment whose 

delivery often governs the critical path. The strategic importance of bringing this capacity online on schedule, 

for economic competitiveness and for national security, makes the application of better scheduling to this 

sector a direct contribution to national objectives. 

11.4 Defense acquisition and complex programs 

Defense acquisition programs are notorious for schedule slippage and cost growth, and they present the heavy 

tailed risk profile in its most consequential form, because delay affects readiness and security as well as 

budget. They are also distinctive in their complexity, their long durations, their technological novelty, and their 
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stringent governance and oversight requirements. The novelty of many defense programs is a genuine 

challenge for predictive forecasting, because a first of a kind system lies outside the distribution of historical 

experience, which is precisely the situation, examined in Section 12, where data driven prediction is least 

reliable and must be paired most carefully with structured expert judgment. Where defense programs are less 

novel, drawing on established platforms and known technologies, predictive forecasting and in-flight risk 

analytics apply with full force. Across the board, the disciplined, auditable governance of Section 7 is especially 

well matched to the defense context, where the use of any consequential technology must withstand rigorous 

oversight, and where the alignment of governance practice with national frameworks for trustworthy artificial 

intelligence is both natural and required. 

11.5 Water, utilities, and public works 

Water systems, utilities, and the broad category of public works are delivered largely by public agencies and 

local governments, often with less mature project capabilities than the large private asset owners and with 

portfolios of many smaller projects rather than a few megaprojects. This profile shapes how the capabilities 

apply. The portfolio early warning capability is especially valuable, because an agency delivering many 

projects against appropriated funds needs above all to know which of its projects are at risk and where its 

money is going, and predictive forecasting at the gate is valuable because smaller public agencies are 

particularly exposed to the optimism that wins approval for underfunded projects. The challenge in this sector 

is often capability and data: smaller public bodies may lack the mature enterprise systems and the curated 

historical data that the capabilities require, which argues for the diffusion of embedded, procured capability 

that lowers the barrier to adoption, and for the sharing of reference data across agencies so that a small body 

can benefit from the collective historical record rather than its own thin experience. This sector is where the 

diffusion of the capabilities could do the most to protect public money that is currently least protected. 

11.6 Buildings, healthcare, and vertical construction 

Vertical construction, including commercial buildings, healthcare facilities, and institutional projects, is 

delivered by a fragmented industry and is the domain where the productivity stagnation documented in 

Section 2 is most acute. The capabilities apply through the integration of the schedule with the rich digital 

model of the building, the four-dimensional representation discussed in Section 3, which enriches the data 

available for prediction and enables automated checking of the schedule against the design for 

constructability. Generative schedule generation is valuable in this sector because the repetitive elements of 

building construction, the floors, the rooms, the systems, lend themselves to drafting from comparable past 

work, and resource optimization is valuable because the coordination of many specialized trades on a 

constrained site is a hard allocation problem. The fragmentation of the industry is the central challenge, 

because it scatters the data and the capability across many small firms, which argues again for embedded, 

accessible capability and for the standardization of data that would allow the industry's collective experience 

to inform each project. Because this sector is where the productivity opportunity is largest, the diffusion of 

these capabilities into vertical construction is among the most economically significant applications of all. 

11.7 Common threads across sectors 

Across these sectors several threads recur. Predictive forecasting at the gate is valuable wherever a rich 

historical record exists and optimism is the failure mode, which is nearly everywhere. Portfolio analytics are 

valuable wherever many projects are delivered against constrained resources, which characterizes the public 

sector and the energy pipeline especially. Correlated risk analytics are valuable wherever projects share 

dependencies, which is acute in energy and manufacturing. Generative assistance is valuable wherever 

planning is laborious and replanning is frequent, which is general. And governance is valuable everywhere, 
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but indispensable in the public and defense contexts where the stakes and the scrutiny are highest. The sectors 

differ in their data maturity, their novelty, and their fragmentation, and these differences shape which 

capabilities apply most readily and what must be done to enable them, but the underlying toolkit is common, 

and its adaptation to each sector is a matter of engineering and institutional design rather than of 

fundamentally different technology. 

 

12. Challenges, Limitations, and an Open Research Agenda  

Intellectual honesty requires a clear statement of what remains difficult and unresolved. The capabilities this 

paper describes are real and improving, but they are not finished with technology, and several challenges 

bound their current usefulness and define the agenda for further work. Confronting these honestly is not a 

retreat from the argument but a condition of it, because a transformation oversold is a transformation that 

disappoints and is abandoned, whereas one adopted with clear eyes about its limits is one that delivers its 

genuine value. 

12.1 Data scarcity, quality, and fragmentation 

The persistent constraint on every data driven capability is the data itself. Projects are heterogeneous, each is 

in some respects unique, and the industries that deliver them are fragmented, so that the consistent, well 

labeled historical data that machine learning requires is often scarce or trapped in incompatible systems. 

Models trained on thin or biased data will perform poorly and may mislead, and the early estimating problem, 

where prediction is most valuable, is also where data is most sparse. Compounding this is the long feedback 

loop of large projects, which may take years to reveal their final outcomes, slowing the accumulation of the 

labeled examples that learning requires. Progress depends on the unglamorous work of capturing project data 

consistently, on the standardization that would allow data to be pooled across organizations and projects, and 

on the development of methods that perform well with limited data, including approaches that transfer 

knowledge across related project types and that combine data with the known structure of the domain rather 

than relying on data alone. The fragmentation of the delivery industries is as much an obstacle as the scarcity, 

because it scatters the data that collective learning would require, and addressing it is as much an institutional 

as a technical challenge. 

12.2 The novelty problem 

Machine learning reasons from the past, and projects that are genuinely novel, a first of a kind of technology, 

an unprecedented scale, a new regulatory environment, lie outside the distribution the models have learned. 

This is not a peripheral concern, because precisely the megaprojects whose overruns are most damaging are 

often the most novel, which is exactly where data driven prediction is least reliable. The honest response is to 

treat the models as one input, strongest for routine work and weakest for the unprecedented, and to pair them 

with structured expert judgment and with explicit reasoning about why a given project may depart from 

history. How best to combine the outside view of the model with the inside view of the expert, how to detect 

when a project is sufficiently novel that the model should be discounted, and how to quantify the additional 

uncertainty that novelty introduces, are open questions of real practical importance, and they caution against 

the naive application of a model trained on routine work to a genuinely unprecedented undertaking. 

12.3 The reliability of generative systems 

The generative capabilities of Section 6 carry the risk of fluent, confident error, which in planning can embed 

flaws that survive casual review, and this risk is compounded by the human tendency toward over reliance on 
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automated output. Reducing the risk, through grounding generative systems in authoritative data, through 

pairing them with rigorous methods where constraints must be satisfied, through validation, and through 

interfaces that expose the basis for outputs so that humans can check them, is an active area of work, and the 

question of how to capture the speed and accessibility of generative assistance without inheriting its 

unreliability is not fully resolved. The discipline of keeping the human in the loop is the current safeguard, but 

the design of that human machine collaboration, so that it catches errors without negating the speed advantage 

and without lulling the human into complacency, is itself a research problem of growing importance as these 

systems become more capable and more autonomous. 

12.4 Adoption, incentives, and the behavioral root 

Technology does not deploy itself, and the behavioral causes of overrun, optimism bias and, in some accounts, 

the strategic incentive to understate cost to win approval, are not dissolved by better forecasting. A more 

accurate prediction is only useful if the institutions surrounding the project want an accurate prediction, and 

where the incentives reward optimistic estimates, a truthful model may be ignored, overridden, or quietly 

excluded from the decision. This is perhaps the deepest challenge of all, because it is not technical but 

institutional. Technology can supply the truthful estimate, but only the institution can choose to believe it, and 

aligning that choice with the public interest requires governance, incentives, and accountability such that 

accurate forecasts are welcomed and acted upon rather than resisted. The history of reference class 

forecasting is instructive here: the method works, and governments adopted it, but its effect depends on 

whether the resulting uplifts are applied or are negotiated away under the same optimistic pressures they 

were meant to counter. The lesson for the present transformation is that the institutional reforms that make 

honest forecasts consequential are as important as the forecasts themselves. 

12.5 Equity, ethics, and the workforce transition 

The transformation raises considerations beyond accuracy and efficiency. The automation of routine project 

work, while it elevates the human role, also requires a workforce transition that must be managed so that the 

people whose tasks are automated are equipped for the higher value work that remains, rather than displaced. 

The models, learning from historical data, may encode and perpetuate inequities present in that data, for 

example in how they assess projects in particular communities or by contractors, which requires the data 

governance and the attention to bias that Section 7 describes. And the concentration of these capabilities in 

the organizations and jurisdictions that can afford them risks widening the gap between sophisticated and 

unsophisticated delivery, which argues, as Section 11 noted, for the diffusion of accessible, embedded 

capability to the smaller public bodies that most need it and can least build it. These considerations do not 

diminish the value of the transformation, but they shape how it should be pursued so that its benefits are broad 

and its harms are guarded against, and they belong in any honest account of the agenda ahead. 

12.6 The environmental and resource cost of technology 

A further consideration, easily overlooked, is that the artificial intelligence systems themselves consume 

resources, in computation and in the energy that powers it, and that this cost should be weighed in the overall 

accounting. For the predictive and analytical capabilities that are central to this paper, the computational cost 

is modest relative to the value at stake, since these models are not large by the standards of the field. For the 

most capable generative systems the cost is higher, which is a further reason to apply them judiciously, 

grounded and paired with efficient methods, rather than indiscriminately. The point is not that the cost is 

prohibitive, for it is not, but that a complete accounting of the technology's value should include its costs, and 

that the efficient and targeted application of the capabilities is preferable to their lavish and undisciplined use 

on both economic and environmental grounds. 
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12.7 The research agenda 

These challenges define a coherent agenda for research and practice. Priorities include methods for learning 

from scarce and fragmented project data and for transferring knowledge across project types; principled 

approaches to combining model based outside views with expert inside views and to detecting and handling 

novelty; the grounding and validation of generative planning systems and the design of human machine 

collaboration that controls confident error without inducing complacency; the explicit modeling of correlated 

risk using the shared resource and supplier information that enterprise systems expose; the standardization 

and pooling of project data so that collective learning becomes possible across a fragmented industry; the 

design of institutional reforms and incentives under which accurate forecasts actually change decisions; and, 

most pressingly, the rigorous, independent, longitudinal measurement of the realized effect of these 

capabilities on delivery outcomes, which the field still lacks at scale and which is the evidence on which a 

mature business case must ultimately rest. Progress across this agenda would move the field from promising 

demonstrations and sound logic to dependable, governed, and demonstrated capability fit for the national 

programs that most need it. 

 

13. Methodological Foundations: The Machine Learning Pipeline for Project Prediction 

The earlier sections argued for the value of predictive forecasting and surveyed its evidence base. This section 

descends to the methodological level, describing the pipeline through which a predictive capability is built, 

validated, and maintained. The purpose is to give practitioners and reviewers a concrete understanding of 

what disciplined practice requires, and to make clear that the credibility of a forecast depends as much on the 

rigor of this pipeline as on the sophistication of the model at its center. A model is only as trustworthy as the 

methodology that produced and sustains it, and many of the failures that discredit data driven prediction trace 

not to the algorithms but to lapses in the surrounding discipline. 

13.1 Problem definition and target selection 

Every predictive effort begins with a precise definition of what is being predicted, and this seemingly simple 

step carries consequences that propagate through the entire pipeline. The target may be framed as a 

regression problem, predicting the magnitude of final cost or duration or the percentage overrun, or as a 

classification problem, predicting whether a project will exceed a defined threshold. The two framings serve 

different decisions and demand different evaluations. A regression target supports the setting of contingency 

and the comparison of a predicted distribution against a budget, while a classification target supports the 

triage of a portfolio into risk tiers. The definition must also fix the reference point against which overrun is 

measured, because an overrun relative to an early, optimistic estimate is a different quantity from an overrun 

relative to a later, sanctioned baseline, and conflating them produces a model that learns an incoherent target. 

Careful target definition, aligned to the specific decision the forecast will inform, is the foundation on which 

everything else rests. 

13.2 Data assembly and the unit of analysis 

The data for project prediction is assembled from the historical record of completed and in progress projects, 

drawn ideally from the enterprise systems that hold the authoritative figures, as Section 5 described. The unit 

of analysis is typically project, though for in-flight prediction it may be the project at a point in time, so that a 

single project contributes multiple observations as it progresses and accumulates performance data. 

Assembling this data is rarely straightforward. Projects are recorded inconsistently, definitions drift over time, 
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and the figures that matter, the original estimate, the sanctioned baseline, the outcome, may be scattered 

across systems and recorded under varying conventions. The assembly process must reconcile these into a 

coherent dataset in which each observation carries a well-defined target and a consistent set of features, and 

it must document the provenance of each figure so that the resulting model can be trusted and audited. This 

work is laborious and unglamorous, but it is determined of the quality of everything downstream, and 

shortcuts taken here surface later as unreliable predictions. 

13.3 Feature engineering 

Features are the variables from which the model predicts, and their construction is among the most 

consequential and most domain dependent parts of the pipeline. As Section 4 noted, informative features span 

project attributes, contractual and delivery attributes, performance signals, and contextual signals. The 

engineering of these features involves several considerations. Categorical variables, such as project type or 

delivery method, must be encoded in a form the model can use, with attention to categories that are rare in 

the data. Continuous variables may benefit from transformation to address skew, which is pronounced in cost 

and overrun data given the heavy tails documented throughout this paper. Performance signals available only 

partway through a project must be constructed so that they reflect only information available at the point of 

prediction, never inadvertently incorporating knowledge of the future, a subtle error known as leakage that 

produces models that perform impressively in testing and fail in practice. And derived features that capture 

domain knowledge, such as the ratio of committed cost to physical progress or the trend in a productivity 

index, often carry more signal than the raw variables from which they are computed, which is where the 

knowledge of experienced practitioners enters the modeling process. 

A particular hazard in feature engineering for project prediction is the inadvertent inclusion of features that 

encode the very optimism the model is meant to correct. If the model is given the planner's own optimistic 

estimate as a feature and learns to predict outcomes close to it, it will reproduce rather than correct the bias. 

Guarding against this requires deliberate attention to which features the model is permitted to see and a clear 

understanding of the causal structure of the problem, so that the model learns from the genuine drivers of 

outcomes rather than from the biased forecasts of those outcomes. 

13.4 Model selection and the interpretability trade off 

The choice of model, surveyed in Section 4, involves a tradeoff between predictive power and interpretability 

that is especially consequential in this domain. For most project prediction problems on tabular data, gradient 

boosted tree ensembles offer the best combination of accuracy and interpretability and are a sound default. 

Linear and regularized models provide interpretable baselines against which the value of more complex 

models can be judged, and a complex model that does not materially outperform a simple, interpretable one 

should be viewed with suspicion. Neural approaches are warranted where data is abundant and relationships 

are highly complex, but they demand the pairing with interpretation techniques that the decision context 

requires. The discipline of always establishing a simple baseline, and of justifying complexity by demonstrated 

improvement over it, guards against the temptation to reach for sophistication that the data does not support 

and that the decision context cannot interpret. 

13.5 Validation methodology 

Validation is the process by which the performance of a model is estimated honestly, and it is where many 

project prediction efforts go wrong. The cardinal principle is that a model must be evaluated on data it did not 

see during training, because a model's performance on its training data is an optimistic and unreliable guide 

to its performance on new projects. The standard technique of cross validation, in which the data is repeatedly 
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partitioned into training and evaluation subsets, provides a robust estimate of performance, but it must be 

applied with care in the project domain for two reasons. First, the temporal structure of the data matters: 

because the goal is to predict future projects from past ones, validation should respect the order of time, 

training on earlier projects and evaluating on later ones, rather than allowing the model to learn from the 

future to predict the past. Second, observations from the same project, in the in-flight framing, are not 

independent, and must be kept together across the training and evaluation split to avoid the leakage that 

would otherwise inflate the apparent performance. Honest validation that respects these constraints produces 

a sober and reliable estimate of how the model will perform, which is the estimate that matters. 

13.6 Performance metrics and calibration 

The evaluation of a project prediction model requires metrics suited to the decision it informs. For regression 

targets, measures such as the mean absolute error and the mean absolute percentage error quantify the typical 

magnitude of the model's errors, while measures of explained variance describe how much of the variation in 

outcomes the model captures. For classification targets, the relevant metrics describe how well the model 

distinguishes projects that will and will not overrun, with attention to the tradeoff between catching troubled 

projects and raising false alarms, since the costs of these two errors differ and the threshold should be set to 

reflect that difference. Beyond point accuracy, calibration is essential and often neglected: a model that 

predicts a seventy percent chance of overrun should be right about seventy percent of the time when it makes 

that prediction, and a well calibrated model is one whose stated probabilities can be trusted as probabilities. 

Because the decisions that scheduling forecasts inform, how much contingency to hold, whether to proceed, 

are fundamentally probabilistic, calibration is not a refinement but a core requirement, and its assessment 

belongs in any serious evaluation. 

13.7 Interpretation and the explanation of predictions 

As Section 4 and Section 7 both emphasized, the explanation of a prediction is, in this domain, as important as 

its accuracy, because an unexplained forecast will not be trusted and will not change a decision. The 

interpretation of models proceeds at two levels. At the level of the model, feature importance analysis 

identifies which variables drive predictions in general, providing insight into the systematic drivers of overrun 

and a check that the model is relying on sensible factors rather than on artifacts of the data. At the level of the 

individual prediction, attribution techniques explain why the model produced the forecast it did for a specific 

project, identifying the features that pushed the prediction up or down. This individual level explanation is 

what allows a project team to engage with a forecast, to test it against their own knowledge, and to act on its 

specific drivers, and it is what transforms the model from an oracle into an adviser. The interpretation step is 

therefore not an optional adornment but an integral part of the pipeline, without which the model's output 

cannot do its work. 

13.8 Deployment, monitoring, and the model lifecycle 

A model that has been built and validated is not finished but is entering a lifecycle that continues for as long 

as it is used. Deployment embeds the model in the decision process, ideally within the enterprise environment 

the team already uses, so that its forecasts arrive in the flow of work. Monitoring tracks the model's 

performance in production against the outcomes it predicted, watching for the drift that degrades a model as 

conditions change and trigger review and retraining when performance falls below defined thresholds. An 

inventory of models records what is deployed, who owns it, and when it was last validated, so that the 

governance described in Section 7 can be exercised. And periodic review reconsiders whether each model 

remains fit for its purpose as the organization, the data, and the world evolve. This lifecycle discipline, 

borrowed from the mature practice of model risk management in other domains, is what distinguishes a 
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governed, dependable capability from a one-off analysis that decays silently into unreliability. The pipeline, in 

short, does not end at deployment; it continues for the life of the model, and the discipline of that continuation 

is as important as the rigor of the original build. 

13.9 The methodological bottom line 

The recurring theme of this section is that the value of project prediction rests on methodological discipline at 

every stage: precise target definition, careful data assembly, thoughtful feature engineering free of leakage and 

bias, honest validation that respects temporal and grouping structure, evaluation that includes calibration, 

interpretation that explains predictions, and a lifecycle that monitors and maintains the model. None of this is 

exotic, but all of it is necessary, and the failures that discredit data driven prediction in practice far more often 

to lapses in this discipline than to inadequacy in the algorithms. For organizations adopting these capabilities, 

and for those who review and assure them, the methodology is therefore the proper focus of scrutiny, because 

a rigorous methodology applied to a modest model will outperform a sophisticated model built without 

discipline, and will deserve the trust that consequential decisions require. 

 

14. International and Comparative Perspectives 

The challenges of project delivery and the responses to them are not confined to the United States, and the 

experience of other countries and of international practice offers both useful models and instructive cautions. 

This section places the United States situation in comparative context, examining how other jurisdictions have 

approached the forecasting of project outcomes and the governance of artificial intelligence, and drawing 

lessons for the responsible adoption of the capabilities this paper describes. The comparison is valuable 

precisely because the performance problem is global, which means the experiments other countries have run 

are evidence the United States can learn from rather than repeat. 

14.1 The United Kingdom and the institutionalization of the outside view 

The most instructive precedent for the predictive capability of this paper comes from the United Kingdom, 

which institutionalized the outside view in public project appraisal earlier and more formally than most 

jurisdictions. Following the recognition, in revised Treasury guidance, of a systematic tendency toward over 

optimism in the appraisal of public projects, the United Kingdom adopted empirically based adjustments, 

known as optimism bias uplifts, to the cost and duration estimates of major projects. These uplifts, derived 

from the overrun distributions of relevant classes of past projects, are a direct application of reference class 

forecasting, and their adoption made the United Kingdom an early laboratory for the very approach that 

machine learning generalizes and automates. The first practical application, an appraisal of a proposed tram 

scheme that used a reference class of comparable rail projects to conclude that the promoters' estimate was 

substantially optimistic, prompted a re-evaluation of the scheme and demonstrated the method's capacity to 

change consequential decisions. 

The United Kingdom experience carries two lessons of value. The first is positive: it shows that the outside 

view can be institutionalized in public appraisal, that it works, and that governments can adopt it as standard 

practice rather than leaving it to the discretion of individual analysts. This is encouraging for the prospects of 

the more powerful, automated version that machine learning enables. The second lesson is cautionary: the 

effect of the uplifts depends on whether they are actually applied or are negotiated away under the same 

optimistic and strategic pressures they were designed to counter, and guidance that recommended applying 

the adjustments to schedule and benefits as well as cost was, in practice, often honored only for cost. The 
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lesson for the United States is that adopting a forecasting technology is necessary but not sufficient; the 

institutional discipline to apply its outputs faithfully, against the pressures that favor optimism, is what 

determines whether the technology improves outcomes. This is directly connected to the institutional 

challenge identified in Section 12. 

14.2 Other national approaches to project assurance 

Beyond the United Kingdom, a range of jurisdictions have developed project assurance and gateway review 

processes that subject major public projects to independent scrutiny at defined points in their lifecycle. These 

processes, whatever their specific form, embody a common insight: that the optimism and the information 

asymmetries that drive overrun are best countered by independent challenge at the moments of greatest 

commitment. The capabilities of this paper strengthen exactly this kind of process, because they give the 

independent reviewer an evidence-based forecast to challenge the promoter's optimistic estimate, a portfolio 

view to identify the projects most in need of scrutiny, and a continuous monitoring capability to maintain the 

challenge through execution rather than only at gates. The international trend toward formal assurance is 

therefore a natural home for the predictive and analytical capabilities, which supply the evidence that makes 

assurance rigorous rather than merely procedural. Some jurisdictions have begun to introduce reference class 

forecasting into these processes explicitly, following the United Kingdom precedent, which suggests a path by 

which the automated, machine learning version could be adopted as the technology matures. 

14.3 Divergent approaches to artificial intelligence governance 

On the governance of artificial intelligence, the international landscape exhibits a notable divergence in 

approach that organizations operating across borders must navigate. The European Union has adopted a 

comprehensive, binding, risk-tiered regulation that imposes specific obligations on high-risk systems, as 

Section 7 described, representing a precautionary, rules-based approach that establishes legal requirements 

with substantial penalties for non-compliance. The United States has, by contrast, emphasized a voluntary, 

framework-based approach, exemplified by the risk management framework that has become a widely 

adopted reference point, complemented by executive direction, an approach that favors flexibility and 

adaptability over binding prescription. Other jurisdictions occupy varying positions along this spectrum, and 

international bodies have articulated principles for trustworthy artificial intelligence that seek common 

ground. 

For the adoption of scheduling artificial intelligence, this divergence has practical consequences. An 

organization operating internationally must satisfy the most demanding regime to which it is exposed, which 

for many will mean aligning with the European obligations even where they are not strictly required, because 

doing so positions the organization to operate across jurisdictions and because the obligations, around risk 

management, data governance, transparency, and human oversight, are sound practice regardless of their 

legal status. The convergence of these regimes around a common core, the management of risk across the 

lifecycle, the governance of data, the requirement of transparency and human oversight, is more striking than 

their divergence in form, and an organization that builds its governance around that common core will be well 

positioned wherever it operates. The United States framework-based approach, by providing a structured and 

widely recognized foundation that aligns with this common core, offers a practical basis on which 

organizations can build, and its leadership role is an asset that the responsible adoption of these capabilities 

can draw upon. 
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14.4 Lessons for the United States 

Drawing these comparative threads together yields several lessons for the United States as it pursues the 

capabilities this paper describes. The first is that the outside view can and should be institutionalized in public 

project appraisal, following the precedent that the United Kingdom established, and that the machine learning 

version offers a more powerful and more automated way to do so. The second is that the institutional discipline 

to apply forecasts faithfully, against the pressures that favor optimism, is as important as the forecasts 

themselves, a lesson the United Kingdom experience teaches through the partial application of its own uplifts. 

The third is that formal project assurance processes are the natural home for these capabilities, which supply 

the evidence that makes assurance rigorous, and that strengthening such processes is a practical path to 

capturing the value at the public portfolio level. The fourth is that the governance of the technology should be 

built around the common core that international practice is converging upon, drawing on the United States 

framework-based approach while remaining mindful of the more demanding binding regimes that 

international operation may require. Together these lessons suggest that the United States is well positioned 

to lead in the responsible adoption of scheduling artificial intelligence, both because of its strong foundation 

in trustworthy artificial intelligence frameworks and because the lessons of international experience are 

available to guide it past the pitfalls that experience has revealed. 

 

15. A Critical Assessment and Synthesis of the Evidence 

Having surveyed the capabilities, their methodology, their governance, and their comparative context, it is 

worth stepping back to assess the state of the evidence, honestly and critically, so that the argument of this 

paper rests on a fair reading of what is known rather than on advocacy. This section weighs the strength of the 

evidence for each claim, identifies where confidence is warranted and where caution is required, and 

synthesizes the assessment into an overall judgment. 

15.1 What evidence strongly supports 

Several claims rest on strong evidence and warrant confidence. The first is the existence and persistence of 

the project performance problem: the empirical record on overruns is among the most robust findings in the 

study of projects, drawn from large databases spanning decades, geographies, and project types, and the 

conclusion that large projects systematically and persistently exceed their budgets is not seriously contested. 

The second is the behavioral diagnosis: the role of optimism bias and strategic misrepresentation in producing 

overruns is supported by a substantial body of research in judgment and decision making and by the 

consistency of the overrun pattern, and it provides a coherent explanation for why methodological progress 

has not improved outcomes. The third is the predictive accuracy of machine learning on project data: a growing 

literature consistently finds that data driven methods predict cost and duration more accurately than 

traditional estimation, and while individual studies vary in quality, the consistency of the direction across 

many studies and contexts lends the conclusion solid support. The fourth is the soundness of the reference 

class forecasting logic that the predictive capability automates, which is supported both by theory and by its 

adoption in public practice. On these claims the paper stands on firm ground. 

15.2 What evidence supports with qualification 

Other claims are supported but require qualification. The value of enterprise grounded analytics and of 

correlated risk modeling rests on sound logic and on the demonstrated predictive value of the relevant data, 

but the specific magnitude of the improvement they yield over isolated analysis is less thoroughly documented, 

http://www.ijsate.com/


International Journal of Science, Architecture, Technology, and Environment     Volume 03, Issue 07, July 2026 
ISSN 3048-8222 (Online) |  www.ijsate.com | editor@ijsate.com 

777 

and rests partly on inference from the structure of the problem rather than on direct measurement. The 

capabilities of generative artificial intelligence in scheduling are real and advancing rapidly, but the evidence 

is newer and the field is moving quickly, so that confident claims about specific capabilities risk being 

overtaken or overstated, and the reliability concerns are genuine and not fully resolved. The governance 

frameworks are well designed and widely endorsed, but the evidence that adopting them produces better 

outcomes, as opposed to better processes, is more a matter of reasoned expectation than of demonstration. On 

these claims the paper advances its argument while flagging the qualification, and the reader is entitled to 

weigh the inference accordingly. 

15.3 The central evidential gap 

The most important qualification, emphasized in Section 10 and worth resting as a matter of intellectual 

honesty, concerns the downstream question that matters most: whether deploying these capabilities improves 

delivery outcomes across real portfolios. The predictive accuracy of models is well documented, but the chain 

from accurate prediction through changed decision to improved outcome is far less studied, and the rigorous, 

independent, longitudinal evidence that would close this gap does not yet exist on a scale. Much of the evidence 

that it bears is anecdotal or is supplied by parties with an interest in a favorable result or is inferred from the 

accuracy of predictions rather than measured at the level of outcomes. This gap does not undermine the 

argument, which rests on the strong evidence for the problem, for its causes, and for the accuracy of the 

predictive methods, combined with the sound logic connecting accurate forecasts to better decisions. But it 

does mean that the final, decisive evidence, that these capabilities demonstrably improve delivery on a scale, 

remains to be established, and honesty requires saying so plainly. 

15.4 Synthesis and overall judgment 

Synthesizing this assessment, the overall judgment is one of well-founded confidence tempered by appropriate 

humility. The problem is real, severe, and persistent; its causes are understood and are precisely the causes 

that the capabilities address; the predictive methods are demonstrably accurate; the logic connecting accuracy 

to improved decisions is sound; the enabling data foundations and governance frameworks are available and 

well designed; and the comparative experience of other jurisdictions shows that the underlying approach can 

be institutionalized and can change decisions. Against this, the newest capabilities carry genuine reliability 

concerns that require disciplined management, the institutional pressures that favor optimism are not 

dissolved by better forecasting, and the decisive evidence on outcomes at scale remains to be gathered. The 

balanced conclusion is that the responsible, incremental, well governed adoption of these capabilities is 

warranted by the weight of the evidence and the favorable asymmetry of the bet, that it should proceed with 

the discipline and the humility that the qualifications demand, and that it should be accompanied by the 

rigorous measurement that will, in time, convert reasoned expectation into demonstrated benefit. This is the 

posture that the evidence supports: neither uncritical enthusiasm nor dismissive skepticism, but disciplined, 

measured, and accountable adoption in service of a problem whose national stakes justify the effort. 

 

16. Conclusion 

Project scheduling has long been precise about the wrong thing. Its classical methods compute exact critical 

paths and exact completion dates from inputs that human beings supply with systematic optimism, and the 

result, across seven decades of comparable evidence, is a delivery record that has not improved despite a half 

century of methodological progress: roughly nine of ten large projects over budget, delay and cost failing 

together, a productivity gap measured in the trillions, and a public investment pipeline exposed to all of it. The 
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discipline did not lack rigor; it lacked an honest estimate of the future, and the contemporary cases that fill the 

news, the rail program that tripled its cost from an optimistic beginning while the years passed without track, 

are the visible symptoms of that missing estimate. 

Artificial intelligence supplies what was missing. Predictive models replace the optimistic inside view with the 

discipline of the historical distribution, correcting the bias now of commitment when matters most, in what 

the automation and extension of the reference class forecasting that governments already endorse as the 

antidote to optimism. Risk analytics grounded in authoritative enterprise data quantify the uncertainty that 

deterministic methods hide and surface the correlated failures that sink projects, exploiting the integration of 

schedule, cost, procurement, and supply chain that the enterprise platforms provide. Generative systems 

collapse the time between a question and an informed answer, putting rigorous scenario analysis and rapid 

drafting in the hands of the people who decide, while their reliability is secured by grounding, by pairing with 

rigorous methods, and by human oversight. And governance frameworks, drawn substantially from United 

States federal work on trustworthy artificial intelligence, make the whole apparatus accountable enough to be 

trusted with public money. None of these capabilities replace the project manager; each equips the manager 

to do, based on evidence, what they have always been asked to do based on judgment alone. 

The national case follows directly from the scale. The United States is delivering an unprecedented volume of 

complex, schedule sensitive work, against a large investment deficit, with public money, at a moment when 

the chronic overrun problem would otherwise consume much of the investment in waste. A forecasting and 

governance technology that narrows the gap between planned and actual delivery, applied across that pipeline 

and the broader project economy, returns value to the public on a scale that few discrete interventions can 

match: infrastructure delivered on time, productivity recovered, supply chains made resilient, the energy 

transition accelerated, critical programs kept on schedule, and public money protected. The transformation is 

neither automatic nor without risk. It depends on data foundations that are hard to build, on governance that 

must be disciplined and real, on institutions that must be willing to believe an honest forecast, and on a 

workforce equipped to wield the tools wisely, and the field still owes itself the rigorous measurement that 

would put its value beyond dispute. But the direction is clear, the logic is sound, the evidence is accumulating, 

and the prize measured in the projects the country finishes on time and on budget, is large enough to make the 

responsible pursuit of this transformation a matter of national importance. The task now is to pursue it with 

the discipline its stakes deserve, building the data, the governance, and the human capital that turns a 

promising technology into a dependable national capability, and measuring the result so that what begins as 

reasoned expectation becomes, in time, demonstrated public benefit. 

 

17. A Capability Maturity Model for Scheduling Artificial Intelligence 

Organizations vary widely in their readiness to adopt the capabilities this paper describes, and a structured 

way to assess that readiness helps an organization understand where it stands and what it must build to 

advance. This section proposes a capability maturity model for scheduling artificial intelligence, describing 

five levels of maturity across the dimensions that matter, data, prediction, generative assistance, and 

governance, and the characteristic state of an organization at each level. The model is a diagnostic and planning 

aid rather than a rigid prescription, and it complements the adoption roadmap of Section 9 by describing not 

the sequence of adoption but the states through which an organization passes. 
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17.1 Level one: ad hoc and manual 

At the first level, scheduling is performed manually with classical tools, estimates are produced from the inside 

with no systematic correction for optimism, and project data is captured inconsistently if at all. Forecasts of 

cost and duration rest on expert judgment unaided by the historical record, risk is assessed informally, and 

there is no governance specific to analytics because there are no analytics. Most organizations begin here, and 

many remain here, and the characteristic symptom is the chronic overrun pattern documented throughout 

this paper, experienced as a recurring surprise rather than as a predictable and addressable phenomenon. The 

path forward from this level begins not with sophisticated models but with the disciplined capture of project 

data and outcomes, the foundation on which everything else depends. 

17.2 Level two: foundational data and reporting 

At the second level, the organization captures project data consistently in enterprise systems, maintains a 

record of completed projects and their outcomes, and produces reliable reporting on the current state of its 

projects, including earned value where applicable. It has not yet deployed predictive models, but it has built 

the data foundation that makes them possible, and its reporting, grounded in authoritative data, already 

improves on the fragmented picture of the first level. The governance at this level concerns data quality and 

the integrity of the project record. The organization at this level is positioned to begin predictive forecasting, 

and the discipline it has built in data capture is the precondition for the value of the higher levels to be realized. 

17.3 Level three: predictive forecasting 

At the third level, the organization deploys predictive models that forecast cost and duration, beginning at the 

sanction gate where the leverage is greatest and extending to in flight monitoring. Forecasts are explained, so 

that they can be trusted and challenged, and they are used to correct optimistic baselines and to direct 

oversight to the projects most at risk. Governance now encompasses the validation and monitoring of models, 

the documentation of their data and assumptions, and the accountability for the decisions they inform. The 

organization at this level has begun to attack the central failure of scheduling, the optimistic baseline, with 

evidence, and it experiences the chronic overrun pattern less as surprise and more as a managed risk. This 

level captures much of the value that the predictive capability offers, and it is a realistic and worthwhile target 

for a serious organization. 

17.4 Level four: integrated analytics and generative assistance 

At the fourth level, the organization integrates predictive forecasting with enterprise grounded risk analytics, 

including the modeling of correlated risk across the portfolio, and introduces generative assistance for 

drafting, optimization, and scenario analysis under disciplined human oversight. The analytics operate 

continuously on authoritative data and reach decision makers in the flow of their work. Governance is mature, 

encompassing the full lifecycle of models, the oversight of generative systems, and the assurance of procured 

capability. The organization at this level operates a genuinely integrated capability in which prediction, risk 

analytics, and generative assistance reinforce one another, and in which the human role has shifted toward 

judgment and oversight. It captures the great majority of the value the capabilities offer and operates them 

with the discipline that consequential decisions require. 

17.5 Level five: continuous, governed, and measured 

At the fifth and highest level, the integrated capability operates as a continuously improving, rigorously 

governed, and demonstrably valuable part of how the organization delivers projects. Models are monitored 

and refreshed as a matter of routine, the realized improvement in delivery is measured against baselines and 
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fed back into the program, governance is exercised in earnest at a senior level, and the organization contributes 

to the collective evidence base that the field needs. The organization at this level not only uses the capabilities 

but improves them, learns from their performance, and can demonstrate their value, which sustains the 

investment and disciplines the program to deliver real benefit. Few organizations operate at this level today, 

and reaching it is the work of years rather than months, but it represents the mature state toward which the 

responsible adoption of scheduling artificial intelligence tends, and it is the level at which the national benefits 

described in this paper are most fully realized. 

17.6 Using the model 

The value of the maturity model lies in its use as a diagnostic and a planning aid. An organization can locate 

itself honestly among the levels, identify the dimension, data, prediction, generative assistance, or governance, 

in which it is least mature, and direct its investment to the constraint that limits its progress. The model also 

cautions against a common error, the attempt to deploy advanced capabilities, such as generative assistance, 

without the foundational data and governance that the lower levels establish, which produces impressive 

demonstrations that fail to deliver durable value and that may, through ungoverned error, destroy the trust 

on which the whole transformation depends. The disciplined path runs through the levels in order, building 

each on the foundation of the last, and the maturity model makes that path explicit. For public agencies in 

particular, an honest assessment against this model, and a plan to advance through its levels, would be a sound 

basis for the responsible adoption of capabilities that bear directly on the protection of public money. 

 

18. Objections and Responses 

A fair treatment of the argument requires engaging the serious objections that can be raised against it. This 

section states the most substantial objections plainly and responds to each, not to dismiss them, for several 

contain truth, but to show how the argument accommodates them and where it must be qualified in light of 

them. Engaging objections directly is a discipline that strengthens an argument by exposing it to challenge, 

and it is offered here in that spirit. 

18.1 The objection from past disappointment 

The first objection observes that technology has been promised as the solution to the project performance 

problem before, that every major scheduling methodology of the past half century arrived with claims of 

transformation, and that none has measurably improved the aggregate record. Why, the objection asks, should 

artificial intelligence be different? The response acknowledges the force of this history and draws from it a 

lesson rather than a refutation. The previous methodologies failed to improve outcomes not because they were 

unsound but because they did not address the root cause, the biased human inputs, and instead computed ever 

more precisely on those biased inputs. Artificial intelligence, and predictive forecasting in particular, is 

different precisely because it attacks that root cause directly, replacing the biased inside estimate with the 

discipline of the historical record. This is not a claim that artificial intelligence is magic, but a claim that it acts 

on a different and more fundamental point in the causal chain than its predecessors did. The objection rightly 

cautions against overpromising, and the appropriate response is the disciplined humility that this paper has 

tried to maintain throughout, but the structural difference in where the technology acts is genuine and is the 

basis for cautious optimism. 
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18.2 The objection from the behavioral and institutional root 

The second objection, developed in Section 12 as a challenge, holds that because the deepest causes of overrun 

are behavioral and institutional, the optimism that even honest planners exhibit and the strategic incentive to 

understate cost, a better forecast will not help, because the institutions that produce optimistic estimates will 

simply ignore or override an accurate one. This is the most serious objection, and the response is to concede 

its central truth while denying that it defeats the argument. It is true that a forecast is only useful if it is acted 

upon, and that were incentives reward optimism, a truthful model may be resisted. But this is an argument for 

pairing technology with institutional reform, not for abandoning the technology. An accurate, explainable, 

independently produced forecast is a powerful instrument in the hands of those who wish to impose discipline, 

a gate keeper, an auditor, an oversight body, and it shifts the terms of the debate by making the optimism 

explicit and quantified rather than hidden. Technology does not dissolve the institutional problem, but it 

changes the balance of the argument within institutions and combined with the governance and incentive 

reforms this paper has called for, it can make honest forecasts consequential. The objection correctly identifies 

the binding constraint, and the response is to address that constraint directly rather than to pretend it away. 

18.3 The objection from data and novelty 

The third objection holds that the data driven methods cannot work where they are most needed, on the large, 

novel megaprojects whose overruns are most damaging, because these projects are precisely the ones that lie 

outside the historical distribution the models have learned. This objection, examined in Section 12, contains 

truth and bounds the claims of this paper. The response is to accept the bound and to locate the value 

accordingly. The predictive methods are strongest for the large population of routine and moderately complex 

projects, which collectively account for an enormous volume of national investment, and weakest for the 

genuinely unprecedented, where they must be paired with structured expert judgment and treated with 

appropriate caution. The value of the methods does not depend on their working perfectly on the most novel 

projects; it depends on their improving the forecasts for the great mass of more routine work, which is where 

most of the money is spent, while contributing what they can, with appropriate humility, to the novel cases. 

The objection rightly cautions against the naive application of models to the unprecedented, and the response 

is the disciplined, novelty aware practice that this paper has described. 

18.4 The objection from the reliability of generative systems 

The fourth objection focuses on the generative capabilities, holding that systems which can be confidently 

wrong have no place in the planning of consequential projects, where a plausible but flawed schedule can 

embed errors deep in a project. This objection, too, contains truth, and the response is not to deny the risk but 

to manage it. The generative capabilities are valuable in proportion to the discipline with which they are 

deployed, grounded in authoritative data, paired with rigorous methods where constraints must be satisfied, 

validated, and subject to human oversight designed to counter the tendency toward over reliance. Used in this 

disciplined way, primarily for drafting that experts review and for scenario analysis that informs rather than 

decides, the generative capabilities offer genuine value while their risks are contained. The objection is a valid 

caution against the undisciplined deployment of these systems, and it is precisely why this paper has insisted 

throughout that governance is not optional but is the condition that makes the value accessible. 

18.5 The objection from cost and complexity 

The fifth objection holds that building these capabilities is costly and complex, that it requires data, talent, and 

governance that many organizations lack, and that the return is uncertain. The response acknowledges the 

cost and complexity while disputing the conclusion. The cost, particularly as capability becomes available 
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embedded in systems organizations already operate, is modest relative to the value of the portfolios at stake, 

and the favorable asymmetry described in Section 10, a bounded cost against a large and tail weighted 

potential benefit, justifies action under uncertainty. The complexity is real and is the reason this paper has 

advocated a phased, incremental approach that captures value at each step rather than requiring a risky and 

expensive transformation all at once. The uncertainty about return is genuine, which is why the paper has 

emphasized measurement, so that organizations adopt with discipline and contribute to the evidence that will, 

in time, resolve the uncertainty. The objection rightly counsels against reckless investment, and the response 

is the disciplined, incremental, measured adoption that the paper recommends. 

18.6 The balance of the argument 

Taken together, the objections do not defeat the argument but shape it, and the argument is stronger for 

engaging them. They establish that technology is not magic, that its value depends on institutional reform and 

disciplined practice, that it is bound by data and novelty, that its generative components require careful 

governance, and that its adoption should be incremental and measured. None of these qualifications 

undermines the central claim, that the responsible adoption of these capabilities can narrow the chronic gap 

between planned and actual delivery and thereby serve the national interest, but each refines it into a claim 

that is defensible rather than overstated. The honest argument is not that artificial intelligence will solve the 

project performance problem, but that it offers, for the first time, a means of attacking the root cause of that 

problem directly, and that pursued with discipline and humility can deliver value of national consequence. 

That is the claim this paper has advanced, and the objections, fairly engaged, leave it standing. 

 

19. Implications for Policy and Practice 

The argument of this paper carries implications for several audiences, the public agencies that deliver 

infrastructure, the private organizations that build and operate capital assets, the policymakers who shape the 

environment in which projects are delivered, and the professional and research communities that develop the 

discipline. This section draws the analysis together into concrete implications for each, translating the case the 

paper has made into guidance that those who must act can use. The recommendations follow from the analysis 

rather than extending it, and they are offered as the practical consequences of taking seriously both the 

opportunity and its conditions. 

19.1 For public agencies delivering infrastructure 

Public agencies stand to gain the most from these capabilities, because they deliver much of the nation's 

project intensive work, they bear the chronic overrun problem most visibly, and they are accountable for the 

public money at stake. The guidance for them follows the roadmap of Section 9 and the maturity model of 

Section 17. They should begin with the data foundation, ensuring that their project data is captured 

consistently and that a curated record of completed projects and outcomes exists, because nothing of value 

can be built without it. They should deploy predictive forecasting at the sanction gate first, where it most 

directly protects public money by correcting the optimistic baselines that win approval for underfunded 

projects, and extend it to portfolio early warning so that limited oversight capacity follows the evidence. They 

should embed these capabilities in disciplined governance from the outset, so that their use of the technology 

can be defended to oversight bodies and the public. And where they lack the scale to build the capability, they 

should adopt accessible, embedded, and shared capability and pool reference data with comparable agencies, 

so that the protection of public money reaches even the smaller bodies that most need it. Above all, they should 

institutionalize the outside view in their appraisal and assurance processes, following the precedent that other 
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jurisdictions have established, so that honest forecasts are required rather than optional and are applied 

faithfully rather than negotiated away. 

19.2 For private capital owners and delivery organizations 

Private organizations that own, build, or operate capital assets should pursue these capabilities as a source of 

competitive advantage and of risk reduction, exploiting the data their enterprise systems already hold. Those 

with mature systems and abundant data, as the industrial asset owner scenario illustrated, should extract 

predictive and analytical value from that data, with particular attention to the correlated risk analytics that an 

integrated enterprise view enables and that isolated analysis misses. They should adopt generative assistance 

under disciplined oversight to accelerate planning and to make scenario analysis routine, and they should 

govern the whole under frameworks aligned with recognized standards, mindful of the regulatory regimes to 

which their operations expose them. They should treat the human capital that operates and governs these 

capabilities as a strategic asset, developing the hybrid skills that span project delivery and artificial 

intelligence, because the capability resides in the combination of the technology with a workforce able to wield 

it well. And they should measure the value they realize, both to sustain the investment and to contribute to the 

evidence base the field needs. 

19.3 For policymakers 

Policymakers shape the environment in which the capabilities are adopted, and several implications follow for 

them. They should support the institutionalization of evidence based forecasting in public project appraisal 

and assurance, which is among the most direct ways to capture the public value of the capabilities at scale, and 

they should attend to the institutional reforms and incentives that determine whether honest forecasts 

actually change decisions, because the deepest constraint, as the paper has emphasized, is institutional rather 

than technical. They should support the standardization and responsible sharing of project data, which would 

allow the fragmented delivery industries to learn collectively and would extend the benefits to the smaller 

public bodies that cannot build capability alone. They should continue the development of the trustworthy 

artificial intelligence frameworks in which the United States has taken a leading role, because these 

frameworks are the foundation on which responsible adoption rests and are an asset that aligns adoption with 

the public interest. And they should support the rigorous, independent measurement of the realized effect of 

these capabilities on delivery outcomes, because this evidence is a public good that no single organization has 

the incentive to produce at scale and that the field most needs to convert reasoned expectation into 

demonstrated benefit. In supporting these measures, policymakers would act on the recognition that the 

chronic project performance problem is a drain on public resources and a brake on national priorities, and 

that a technology capable of narrowing it deserves the enabling environment that allows its public value to be 

realized. 

19.4 For the professional and research communities 

The professional and research communities that develop discipline have a central role in realizing the 

opportunity responsibly. The research agenda set out in Section 12 identifies the priorities: methods for 

learning from scarce and fragmented data, principled approaches to combining model based and expert 

judgment and to handling novelty, the grounding and validation of generative systems, the explicit modeling 

of correlated risk, the design of institutions and incentives under which forecasts change decisions, and, most 

pressingly, the rigorous and independent measurement of outcomes at scale. The professional community has 

the complementary role of developing the standards, the training, and the human capital that responsible 

adoption requires, cultivating the hybrid skills that the transformation demands and the governance discipline 

that makes it safe. Together these communities can move the field from promising demonstrations and sound 

http://www.ijsate.com/


International Journal of Science, Architecture, Technology, and Environment     Volume 03, Issue 07, July 2026 
ISSN 3048-8222 (Online) |  www.ijsate.com | editor@ijsate.com 

784 

logic to dependable, governed, and demonstrated capability, and in doing so they can ensure that the 

transformation serves the public interest rather than merely the commercial interests of those who supply the 

technology. The professional commitment to the stewardship of capital that has long defined discipline finds, 

in the responsible governance of these new capabilities, a natural and important extension. 

19.5 A concluding note on responsibility 

The thread that runs through these implications is responsibility. The capabilities this paper describes are 

powerful, and like any powerful technology they can be deployed well or badly, with discipline or without it, 

in service of the public interest or in indifference to it. The difference lies not in the technology but in the 

choices of those who adopt it: whether they build the data foundation honestly, whether they govern the 

systems in earnest, whether they keep accountable people in the role of decision makers, whether they 

measure their results and correct course, and whether they extend the benefits to the public money that most 

needs protection rather than confining them to the organizations that can most easily afford them. The case 

this paper has made is not merely that these capabilities can improve project delivery, but that pursued 

responsibly they can serve the national interest, and the responsibility for ensuring that they are pursued 

responsibly falls on every audience this section has addressed. It is in the meeting of that responsibility that 

the promise of transformation, for the projects the country builds and the public money it earns, will be kept. 
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Appendix A: Glossary of Key Terms 

This glossary defines the principal technical terms used in this paper, for the benefit of readers approaching 

the subject from either project management or the artificial intelligence side of the discipline. The definitions 

are intended to be accessible rather than exhaustive, and they reflect the usage adopted in this paper. 

Critical path. The sequence of dependent activities that determines the minimum total duration of a project. 

Activities on the critical path have no float, so any delay to them delays the project. 

Critical path method. A scheduling technique that models a project as a network of activities with durations 

and precedence relationships and computes the critical path and the float of each activity. 

Program evaluation and review technique. A scheduling technique, developed alongside the critical path 

method, that treats activity durations as uncertain, using optimistic, most likely, and pessimistic estimates to 

derive an expected duration and a measure of variance. 

Earned value management. A method that integrates scope, schedule, and cost by comparing the budgeted 

cost of work performed against the budgeted cost of work scheduled and the actual cost incurred, producing 

indices of efficiency and forecasts of final cost and duration. 

Work breakdown structure. A hierarchical decomposition of the total scope of a project into manageable 

components, which in enterprise systems serves as a live financial object carrying cost, commitments, and 

procurement. 

Critical chain. A scheduling approach that focuses on resource constraints and on human behaviors that 

waste safety time, aggregating padding into strategically placed buffers and managing the project by 

monitoring buffer consumption. 

Resource constrained project scheduling problem. The problem of finding a schedule that respects both 

the precedence network and finite resource limits while optimizing an objective such as duration. It is 

computationally intractable in general cases, which motivates heuristic and machine assisted approaches. 

Monte Carlo scheduled risk analysis. A probabilistic technique that replaces single point durations with 

distributions and simulates the schedule many times to produce a distribution of completion dates and costs 

rather than a single estimate. 

Reference class forecasting. A forecasting method that adjusts a project estimate using the distribution of 

outcomes on a class of similar completed projects, taking an outside view to correct for optimism bias. It is the 

conceptual ancestor of machine learning approaches to project prediction. 

Optimism bias. The systematic human tendency to overestimate benefits and underestimate costs, durations, 

and risks, is a principal behavioral cause of project overrun. 

Strategic misrepresentation. The deliberate presentation of overly favorable estimates to win approval or 

funding for a project, a second behavioral cause of overrun that reinforces optimism bias. 

Machine learning. A field of artificial intelligence concerned with systems that learn patterns from data rather 

than being explicitly programmed, including the supervised methods used to predict project outcomes. 

Supervised learning. A form of machine learning in which a model learns to predict a target, such as cost 

overrun, from labeled examples in which the target is known. 

Random forest. An ensemble machine learning method that combines many decision trees, effective on 

tabular data and valued for its robustness and its measures of feature importance. 
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Gradient boosted trees. An ensemble method that builds decision trees sequentially, each correcting the 

errors of its predecessors, widely used for tabular prediction and a sound default for project forecasting. 

Neural network. A machine learning model composed of layers of interconnected units, capable of learning 

very complex relationships given sufficient data. 

Feature. A variable from which a model predicts, such as a project's scope, delivery method, or earned value 

index. 

Feature importance. A measure of how much each feature contributes to a model's predictions, used to 

understand the drivers of risk and to check that a model relies on sensible factors. 

Explainability. The property of a model whereby the basis for its predictions can be understood by a human, 

essential in project prediction because an unexplained forecast will not be trusted or acted upon. 

Calibration. The property of a probabilistic model whereby its stated probabilities match observed 

frequencies, so that a predicted seventy percent chance of overrun corresponds to overrun about seventy 

percent of the time. 

Model drift. The degradation of a model's accuracy over time as conditions depart from those of its training 

data, requiring continuous monitoring and periodic retraining. 

Leakage. The inadvertent inclusion in a model's features of information not available at the time of prediction, 

producing models that perform well in testing but fail in practice. 

Transformers. A neural network architecture, introduced in 2017, that attends flexibly to relationships across 

sequences and underlies modern large language models. 

Large language model. A large neural network trained on vast text corpora that generates fluent language 

and performs flexible reasoning, the basis for generative scheduling capabilities. 

Generative artificial intelligence. Artificial intelligence that produces new content, such as draft schedules 

or natural language explanations, as opposed to only classifying or predicting. 

Retrieval augmented generation. A technique in which a generative model is supplied with relevant 

retrieved material now of generation, grounding its output in authoritative data. 

Reinforcement learning. A machine learning paradigm in which an agent learns to make sequences of 

decisions by receiving rewards, applicable to resource leveling and scheduling. 

Automation bias. The human tendency to over rely on automated output and to reduce one's own vigilance, 

a documented risk that governance and human oversight are designed to counter. 

Enterprise resource planning. Integrated software that runs an organization's core processes, including the 

project and portfolio modules that hold authoritative project data. 

Portfolio analytics. Analytics operating across a set of projects to detect shared exposures, allocate scarce 

resources, and rank projects by risk. 

Correlated risk. Risk arises when the outcomes of several activities or projects are linked through shared 

dependencies, whose joint modeling is necessary to capture the heavy tailed character of project risk. 
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Appendix B: Three Illustrative Implementation Scenarios 

This appendix presents three illustrative scenarios that show how the capabilities described in this paper 

come together in practice across different organizational settings. The scenarios are composite illustrations 

rather than accounts of specific organizations, constructed to make the abstract architecture concrete and to 

show how the phased adoption of the capabilities plays out in realistic circumstances. 

B.1 A state transportation agency 

A state transportation agency delivers a portfolio of dozens of roads, bridges, and transit projects at any time, 

funded through a mix of state and federal appropriations and subject to public oversight. Historically, its 

projects were estimated from the inside by experienced engineers, sanctioned against those estimates, and 

managed through periodic reporting, and the agency experienced the familiar pattern of overruns and delays 

as recurring surprises that strained its budget and its credibility. Beginning its adoption journey, the agency 

first invested in the consistent capture of project data in its enterprise system and assembled a clean record 

of its completed projects and their outcomes, establishing the foundation. It then deployed a predictive model 

at its sanction gate, trained on its own history and on comparable projects elsewhere, which produced for each 

new project a forecast distribution of final cost and duration with the drivers of risk identified. The agency 

used these forecasts to challenge optimistic business cases, increasing contingency or re scoping the projects 

whose predicted distributions sat well above their funding, and it set portfolio level reserves reflecting the 

true aggregate risk. 

As confidence grew, the agency extended its capability to in flight monitoring, ranking its active portfolio by 

predicted risk so that its limited project oversight staff could concentrate on the projects most likely to fail, 

and integrating the forecasts with its enterprise data so that emerging cost and schedule problems surfaced 

early. It introduced a scenario analysis capability that allowed its managers to assess, in plain language, the 

consequences of the changes that continually buffeted its projects, from delayed approvals to reallocated 

crews. Throughout, the agency operated a governance framework that validated and monitored its models, 

documented their data and assumptions, and kept accountable engineers in the role of decision makers with 

the models as advisers. Within a few years the agency had shifted from experiencing overruns as surprises to 

managing them as quantified and addressable risks, had redirected funds from contingency it no longer 

needed to additional projects, and could demonstrate to its oversight bodies that its portfolio was being 

managed based on evidence. The scenario illustrates the public sector value that the capabilities offer when 

adopted in the disciplined, phased way the paper recommends. 

B.2 A large industrial asset owner 

A large industrial asset owner in the energy sector delivers major capital projects, refineries, processing 

facilities, pipelines, through sophisticated enterprise systems and a mature project organization. Its challenge 

was less the absence of data than the difficulty of extracting predictive insight from the vast information its 

systems already held, and of managing the correlated risks that its many concurrent projects, drawing on 

shared suppliers and shared specialized crews, presented. The owner built its predictive and risk analytics 

directly on its enterprise data foundation, so that its forecasts drew on the authoritative cost, commitment, 

and procurement figures its systems maintained, updated continuously as transactions occurred. Crucially, 

because its enterprise system saw the shared suppliers and resources across its portfolio, the owner could 

model the correlated risks that isolated schedule analysis would have missed, producing portfolio level risk 

assessments that reflected the way its projects actually failed, in correlated cascades when a shared supplier 

slipped or a scarce crew was overcommitted. 
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The owner introduced generative assistance for the drafting of schedules on new projects, grounded in the 

rich record of its completed work so that the drafts inherited realistic durations, and for the rapid scenario 

analysis that its dynamic operating environment demanded. It governed these capabilities under a framework 

aligned with recognized standards, mindful of its exposure to multiple regulatory regimes, and kept its 

experienced project professionals in the role of supervising and refining the machine's output. The result was 

a capability that exploited the owner's existing data investment to forecast and manage risk across its portfolio 

with a sophistication that manual analysis could not match, and that improved the owner's ability to bring 

critical capacity online on schedule. The scenario illustrates how an organization with mature systems and 

abundant data can extract predictive and analytical value from what it already holds, and how the enterprise 

grounded, correlated risk analytics that this paper emphasizes deliver value in a portfolio of interdependent 

projects. 

B.3 A municipal water utility 

A municipal water utility delivers a portfolio of many smaller projects, treatment upgrades, pipe replacements, 

pumping stations, with a lean staff and without the mature enterprise systems or the deep historical data that 

a large asset owner enjoys. Its challenge was that it most needed the protection that predictive forecasting 

offers, being acutely exposed to the optimistic estimates that won approval for underfunded projects, yet least 

able to build the capability itself. The utility addressed this by adopting capability embedded in the enterprise 

and analytics tools it procured, lowering the barrier that building from scratch would have imposed, and by 

participating in a shared data arrangement through which it could benefit from the collective historical record 

of comparable utilities rather than relying on its own thin experience. With these, it gained a predictive 

forecasting capability at its sanction gate and a portfolio early warning capability, the two functions that most 

directly protected its constrained public funds. 

The utility's adoption was necessarily more modest than that of the large asset owner, focused on the highest 

value, lowest complexity capabilities and relying on procured and shared resources rather than on bespoke 

systems. But the value it captured was substantial relative to its means, because the protection of public money 

at the gate and the direction of its limited oversight to the projects most at risk addressed exactly the failures 

to which a small public body is most exposed. The utility governed its use of the procured capability under the 

recognized frameworks, requiring of its vendors the transparency and the documentation that allowed it to 

exercise oversight and to remain accountable for its decisions. The scenario illustrates the importance, 

emphasized throughout this paper, of diffusing accessible, embedded, and shared capability to the smaller 

public bodies that most need the protection these tools offer and can least afford to build them, and it points 

to the data sharing and the accessible tooling that would allow the national benefits of the transformation to 

reach the public money that is currently least protected. 

B.4 A federal program office 

A federal program office responsible for a large, complex acquisition operates under intense oversight, with 

delay carrying consequences for national capability as well as for budget, and with a program whose 

technological novelty places parts of it outside the historical distribution that data driven methods learn from. 

Its adoption of the capabilities was therefore selective and carefully reasoned. For the portions of its program 

that drew on established platforms and known technologies, it deployed predictive forecasting and in-flight 

risk analytics with confidence, gaining early warning of the slippage that such programs are prone to and an 

evidence based basis for the contingency and oversight decisions it had to defend. For the genuinely novel 

portions, it treated the models with appropriate caution, pairing them with structured expert judgment and 

explicit reasoning about why the novel work might depart from historical experience, and it quantified the 
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additional uncertainty that novelty introduced rather than allowing a model trained on routine work to convey 

false confidence. 

The program office governed its use of the capabilities under a framework drawn substantially from national 

work on trustworthy artificial intelligence, which aligned its adoption with policy and supported the rigorous 

oversight its context demanded, and it maintained accountable program managers in the role of decision 

makers throughout. The result was a capability that strengthened the program office where the data supported 

it, that handled the novel work with disciplined humility, and that could withstand the scrutiny to which a 

program of national consequence is rightly subject. The scenario illustrates the careful, novelty aware 

adoption that the most complex and consequential programs require, and it shows that the capabilities deliver 

value even in the demanding defense and critical program context, provided they are deployed with the 

discipline and the humility that the context demands. 

B.5 Cross-cutting lessons 

The three primary scenarios and this fourth one differ in their settings, the constrained public agency, the rich 

data industrial owner, the lean municipal utility, and the heavily scrutinized federal program office, but they 

share a common pattern that distills the practical argument of this paper. In each case, value flowed from 

beginning with the data foundation rather than with sophisticated models; from deploying predictive 

forecasting at the point of greatest leverage, the commitment of money, before extending to continuous 

monitoring; from grounding analytics in the authoritative enterprise data that the organization already held; 

from introducing generative assistance under disciplined oversight rather than as an ungoverned novelty; 

from governing the whole in earnest so that the technology could be trusted and defended; and from keeping 

accountable people in the role of decision makers with the systems as advisers. In each case, too, the adoption 

was matched to the organization's scale and circumstances, modest where means were limited, sophisticated 

where data was abundant, cautious where work was novel, and the value captured was substantial relative to 

the means invested. These cross-cutting lessons, drawn from the varied settings the scenarios depict, are the 

practical embodiment of the disciplined, phased, and governed adoption that this paper has advocated 

throughout, and they show that the path it describes adapts to the full range of organizations on which the 

national project economy depends. 
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